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translit - transliterates characters 

SYNTAX 
translit from [to] 

DESCRIPTION 
Translit can be used to perform a variety of useful character 
mapping functions. Translit modifies its input on a 
character-by-character basis. Translit changes each character in 
its from set to the corresponding one in its to set. If there is 
no to set, the effect is to remove each character found in the 
from set. If the to set has fewer characters than the from set, 
the last character in the to set is repeated as many times as 
needed to fill out the to set. 

Notation of the form x-y may be used as shorthand set notation 
to mean all the characters lexically between x and y, where x 
and yare letters of the same case or both digits. 

If is 
understood 

the 
to 

specification. 

first character of the from specification, it is 
mean all characters not in the following 

Notation of the form @377 (an "at" sign followed by up to three 
digits of octal) may be used to specify characters by ASCII 
value. 

If the from set contains fewer characters than the to set, or if 
the is used as above, the last character of the to set is 
sufficiently replicated to fill the from set to the size of the 
to set. Furthermore, contiguous characters which are elements of 
the to set for which there is no explicit corresponding 
character in the to set are collapsed to a single occurrence of 
the last character in the specification for the to set. 

EXAMPLES 
To replace all occurrences of x by y: 

translit x y <input >output 

To change x to y and y to x: 

translit xy yx <input >output 
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To delete all occurrences of A: 

translit A <input >output 

,To map all lower case into upper case: 

translit a-z A-Z <input >output 

To put one white space separated symbol per line: 

translit @40@11@12 @12 <in >out 

SEE ALSO 
change (1), edit (1) 

NOTE 
Translit is analogous to the UNIX tr program. 
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NAME 
tree - draw a picture of the file system 

SYNTAX 
tree [starting_directory] [-a] 

DESCRIPTION 
Tree draws a picture of the file system tree structure starting 
from the root directory. Optionally, a different starting 
directory can be specified. Only directory names are listed, 
unless the -a option is given, in which case all files are 
listed. 

Directories on which the user does not have search permission 
are shown as empty. 

The picture is drawn on the 
appears on your screen, 
(see below). 

EXAMPLES 

standard output, so it ~ormally 

but it can also be sent to a printer· 

To see the entire accessible file system: 
tree 

To see Mary's directory hierarchy: 
tree la/mary 

To see all files in Mary's hierarchy and print the result: 
tree la/mary -a I lpr 

SEE ALSO 
du (1), find (1) 
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NAME 
tty - get terminal name 

SYNTAX 
tty 

DESCRIPTION 

FILES 

Tty is' a simple program that attempts to look up ,the full path 
name and number of the current "tty" device (teletypewri-ter or 
terminal). Normally, this is the name of the'Micronix (terminal) 
port'you-logged in on. 

To ascertain your device number, enter the tty command. A 
typical response is 

/dev/ttyB 

meaning that you are on "ttyB". 

If np associated file name can be found, the message "not a tty" 
is printed instead. 

/dev - Directory in which to search for file names. 

-1-



umount (1) 4/6/83 umount (1) 

NAME 
umount - dismount a file system 

SYNTAX 
umount special 

DESCRIPTION 
The named special file is dismounted. 

The special file must have been previously mounted with the 
mount command. 

It is not permitted to dismount a file system with 'files still 
open. Diagnostic: "Device busy". 

Sometimes it is necessary to use the "change directory" command 
before dismounting a devi'ce'. As an example: 

cd /; umount /dev/dja 

EXAMPLE 
umount /dev/dja 

to dismount a floppy. 

SEE ALSO 
mount(l) - to mount file systems 
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NAME 
unique - eliminate adjacent duplicate lines in an 

I/O stream 

SYNTAX 
unique [-n] 

DESCRIPTION 
'Unique reads the standard input and wr~tes the standard output. 
All but one of each set of adJacent· duplicate. lines are 
eliminated. Otherwise, the text is copied through unchanged. If 
the -n option is given, a count of the number of duplicates of 
each line is printed along with the text of the line. 

EXAMPLE 

NOTES 

To eliminate all duplicate lines in a file: 

sort <file >temp . 
unique <temp >output 

In order to assure adjacency, the file in question must be 
presorted. 

SEE ALSO 
sort (1) 
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NAME 
unrot - reformats lines produced by kwic 

SYNTAX 
unrot 

DESCRIPTION 
This is a special purpose program for use with kwic - the key 
word in context index generator. 'Output is ass~ed to be 
d'est1ned for printing on an 80 character wide device. Unrot 
reads the standard input and writes the standard output. A, 
dollar sign ($) is assumed to be the folding marker put in by 
twic. A blank column running down the middle of the page will be 
produced. To the right of the middle column will be keywords 
with following context. To the left will be context preceding 
the keyword in the original line. ' 

EXAMPLE 
To create a keyword in context index: 

SEE ALSO 

kwic <file >temp1 
sort <tempI >temp2 
unrot ~'temp2 >index 

kwic (1), sort (1) 
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NAME 
update 

SYNTAX 
update 

DESCRIPTIQN 
Upd~te periodically updates t,he syst,em's disks from the 
in-memory c~che. It call,$ s.ync, (2) once every 30 seconds. Update 
puts itself in the background and' runs silently. 

Update. 'also: checks the Micronix configuration file /etc/ttys 
every 30: seconds. If this has' changed,it sends a 
reconfiguration signal to the fnit process. This will' take care 
of reseting 'baud rates, etc., as specified in .the ttys file. 

The usual way to invoke update is to put the command 

update 

in the /etc/rc file (see rc in section 5). This will start the 
update process every time the system goes multi .... user. The 
advantages of running update are (1) less chance of data loss 
during a crash, and (2) automatic reconfiguration when the t~ys 
file is changed. The disadvantage is that update uses memory 
space, and may cause swapping every 30 seconds if there is not 
enough memory for all active tasks. This can be cured by adding 
more memory, or not running update. This is not as serious as it 
sounds, since both sh and upm call sync at the end of each 
command, and reconfiguration can always be forced by ty~ng the 
command 

II kill -1 1 

SEE ALSO 
init (1), ttys (5) 
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NAME 
upm- - CP/M -2-.2-- for -Mic-rel'l=ix-

SYNTAX 
upm [upm arguments] [cpm program] [program arguments] 

DESCRIPTION 
Upm duplicates as closely as possible Digital Research's CP/M 
2.2 operating system. It is essentially a r~write of CP/M using 
Micronix system calls. It allows CP/M tools (such as "WordStar") 
and Micronix tools (such as "edit") to be used interchangably on 
the same files. Moreover, since Micronix runs on a Z-80, upm 
need not emulate an 8080. All CPM programs run at full speed. 
(The name "up-in" was coined from the words UNIX and CP/M.) 

This is a long document (about 20 pages) • Its sections-, in order 
of appearance, are: 

Overview 
Getting Started 
Running Modes 
Drive-Directory Correspondence 
Entering Upm 
Customizing the Environment 
Auto Entry 
Terminal Emulation 
Printers 
Printer Handshaking 
Policing the Printer 
System-Wide LST Device 

Overview 

Select Errors 
File Names 
Bios Jump Table 
Built-In Commands 
Control Characters 
Submit Files 
Test Files 
Upm and the Background 
Trace Mode 
Exiting Upm 
Bugs 

Upm provides a close functional replica of the environment which 
applications programs written to run under CP/M expect. Most 
CP/M programs (such as Micropro's WordStar word processing 
program) will run unchanged under upm. 

The intended purpose of upm is 
multi-user UNIX and the large amount 
available for the CP/M operating 
multi-user function for CPM software, 
of some of these applications running 

to bridge the gap between 
of special-purpose software 

system giving true 
and making up for the lack 
directly under UNIX. 

There is no significant difference between the way application 
programs are run under upm and the way they are run under CP/M. 
All documentation for these programs is valid. (However, some 
CPM documentation is oriented toward floppy disks. It may 
contain such phrases as "insert the working diskette into drive 
A". With Micronix, just as with a hard-disk CPM system, the user 
must realize that no insertion is needed.) 
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Upm is intended to be a means whereby applications software 
written f~()-r CplM may be -run ullc-hanged~d:i=r:ee.tJ.y-:nnd~r ~1cronix:~~. 
Under Micronix there are no records. no extents. no disk drives 
in the CP/M sense. no file control blocks (FCBs). disk parameter 
blocks (DPBs), allocation vectors, etc., but upm does a good job 
of pulling the wool over the eyes of most CP/M programs. 

Some CP/M programs do not work under upm, however, because of 
system dependence. For example, programs containing the 8080 
instructions "in", "out", or "hIt" will not work. The instant 
one of these instruceio~s is encountered, the operating system 
will be notified and the offending program will be terminated. 
In a multi-user system such - as ,Micronix, all access to the 
hardware must be very tight~y controlled and coordinated. If the 
above instructions were allowed, user programs could usurp the 
operating system's control over itsresou1;'ces. If a CP/M pJ:'ogram 
goes awry it will have only a local effect - the rest of the 
operating system will continue running. Corrective action. if 
required. can be taken from another terminal on the system. (See 
the section on "exiting upm" below.) 

Getting Started 

Upm runs on the-Micronix operating system, whose file structure 
is quite different from that of CP/M. The first thing you'll 
need to do to run your CP/M package is to copy it over to 
Micronix using the far (Floppy ARchiver) command. (See far in 
Section 1 of the Micronix Reference Manual.) Be sure you are in 
the directory that you want the programs to reside in. Insert 
your CP/M floppy diskette into floppy drive A and type: 

% far fla -xv 

for 8" diskettes. or 

% far mfa -xv 

for 5 1/4" diskettes. (mfa2 for double-sided soft-sectored 
diskettes) 

The far command copies all of the files on the CP/M diskette 
ov~r to the Micronix file system and places them in your current 
directory. 

Now, type 

% upm 

and you're off and running! There's still a lot more to learn. 
however, so as soon as the novelty wears off, read on. 

Running Modes 
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Upm has two modes: DIRECT and INTERACTIVE. If you intend to run 
only one CP/M application program, use the DIRECT mode. 

If you intend to run a series of CP/M programs, use the 
INTERACTIVE mode. 

To enter INTERACTIVE mode, type 

% upm 

(You can also log in directly to upm. When used this way, upm is 
called the "cpm .shell" , since it looks as though you have simply 
logged onto a hard-disk CP/M system. See account in Section 1 of 
the Micronix Reference Manual.) , 

To enter DIRECT mode, simply type the program name after the 
shell prompt, just as though it were a Micronix program. For 
example, you can enter Wordstar directly from the Micronix shell 
by typing 

% ws 

The shell will set up the emulator for you. (Just how it is set 
up is detailed below in the section on "auto entry"). 

You can also get into the direct mode by typing 

% upm program_name 

By itself, this has no advantage over the more direct approach. 
But it allows you to include other arguments to upm on the 
command line. This is discussed in more detail below. 

Drive-Directory Correspondences 

CP/M uses a "flat" directory structure, where all the files on a 
disk are globbed together in a single huge directory. You can do 
the same thing under Micronix if you want, but sooner or later 
you will -want to take advantage of the Micronix hierarchical 
directory structure to better organize your work. So to use upm 
most effectively, you should understand the relationship between 
CP/M drive letters and Micronix directories. 

CP/M organizes its information by drive letter 
the corresponding structure in Micronix is the 
maintains a table of CP/M drive letters and 
Micronix directories to which they correspond. 

The special command "=" displays 
relationships currently in effect. 

For example, 
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A>= 

A: -) /cpm 
B: -) ./ 

10/17/83 upm (1) 

tells you that the A drive corresponds to the directory /epm, 
and the B drive corresponds to the directory "./" (the current 
directory). (If these directory names seem mysterious, type the 
command "help pathnames".) 

You may change the drive designation pointers with a command of 
the form: 

B:dirname 

wherein B may be' re,placed by any of the letters A through P, and 
dirname (directory name) must contain at least one slant 
cha:racter ' (" /"). Upm recognizes a directo'ry name by the presence 
of at least one "/". If the directory name doesn't already 
contain a slant, you can alwaYS add one by putting a ./ at the 
beginning. As an example: 

If you want to set drive B to th,e subdirectory called "letters", 
type 

A> B:./letters 

Remember that "./letters" means "start in the current directory 
(.) and look in the subdirectory (/) called letters." (If you 
had typed B:letters, it would have looked like a request to 
execute a program called letters from drive B.) 

Entering upm 

Perhaps it would help to understand this idea of drive-directory 
designations if we walk through some typical examples of 
entering upm. 

Typing 

% upm 

returns 

Morrow Designs upm 
N Bytes free 

A: -) ./ 

A> 
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Now drive Acorre~ponds tQ the current directory (./). You 
may now -re-des-ignate this "driven and/or designate others. 

One common setup is to address the directory /cpm (where many of 
the CP/M application progr~s live) as drive At and the user's 
current directory as drive B. 

A> a:/cpm 
A> b:./ 

returns 

A: -> /cpm 
B: -) ./ 

The above display is automatic. It is also possible to 
request a display of the Mj.cronix-upm relationship by entering 
an equal (=) sign after the A> prompt. 

Customizing the environment 

Drive designation modifiers may 'be used as commands to upm (in 
INTERACTIVE mode), on the command line, or in a upm "startup" 
file called ".upm". 

Upm can be customized to come up, in any configuration you 
choose. There are three places upm takes its configuration 
information from (in order of appearance): 

1) In the .upm file in the current directory or the user's 
home directory. 

2) The command line (entered to the right of the word "upm"). 

3) Interactive commands (only in INTERACTIVE mode, of course). 

An example of drive-directory designators on the command line 
follows: 

% upm_ a:/cpm b:./ b: a:ws 

This means: run upm, set drive A to the Micronix directory 
"/cpm", set drive B to the directory "./" (your current 
directory), select drive B as the "current drive", then run ws 
from the A drive. 

The order of events from the time upm is called is as follows: 

1) An attempt is made to read the .upm startup file in the 
current directory. If this fails, an attempt is made to 
read this file in the user's home directory. The .upm 
startup file may contain drive designators, drive select 
commands, a LST: redirection command, a CP/M program name 
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and argumen~s. The CP/M _program may be given as a Micronlx 
file name OR a CP/M program-name. '"The- -couatins -foundo :tri' 'the 
.upm file are executed in the order they appear. 

2) The command line is scanned for drive designators, drive 
select commands, a LST: redirection command and a CP/M 
program name and its arguments (if any). The commands found 
on the comma~d line are executed in the order they appear. 
(Drive selection occurs first; program execution second). 
If both a startup file (i.e., .upm) and command line 
arguments are present, the arguments take precedence. If 
two .upm files have been set up, the one in the current 
directory takes precedence over the one in the hoae 
directory. 

So, for example, if a .upm file' sets drive B: to one 
directory and a 'command line argument sets i,t to another, 
the command line will win. This: lets you selectively 
override your standard settings. 

3) A choice is made. If no CP/M program name was specified on 
the command line or in the startup file, upm goes into 
INTERACTIVE mod'e and gives a CP/M prompt (e.g. "A)"). if a 
pro'gram was specified, that program is immediately run. ' 

The features described above may be used to customize upm, and 
can be used to 'advantage in conjunction with shell startup 
files. Some examples follow. 

A possible .upm file might contain: 

A:/cpm 
B: ./ 
LST:/dev/ttyC,1200 
B: 

Which means: 

Make CP/M drive A refer to Micronix directory "/cpm". 

Make -CP/M drive B refer to Micronix directory ".1" (your 
current directory). 

Arrange to have printed output sent to ttyC at 1200 baud. 

Select drive B. 

With the preceeding .upm fil~ in existence, 
you need only type "upm", and the .upm file will be scanned and 
everything will be set up as described. 

This spares you the hassle of repeatedly typing in drive 
designation commands each time you enterupm. 

-6-



upm (1) 10/17/83 upm (1) 

It's also possible to specify more information on the command 
line. Conside-r: 

% upm a:/cpm b:./ lst:output b: a:ws document 

This command tells the system to: 

1) Start upm. 
2) Set drive A to /cpm 
3) Set drive B to ./ 
4) Arrange to have printed output written onto the file 
"output" on the currently logged drive. 
5) Select drive B 
6) Run WordStar 
7) Pass the' argument "document" to WordStar 

Admittedly, it would 'be a bit cumbersome to type this entire 
command every time. Instead, you could use the alias command to 
make a "shorthand" command line. 

Simply create a shell startup file named ".sh" in your home 
directory containing (amoung other things): 

alias ws "upm a:/cpm b:./ lst:output b: a:ws" 

The shell (command interpreter) will read this file each time 
you log in. 

When you want to run WordStar, type: 

% ws document 

and the above command is run for you. 

Auto Entry 

As mentioned above, it is often enough to type the name of a CPM 
program after the shell prompt. Here is what happens when you' 
type 

% prog 

1. The shell looks through each directory in its "search path" 
(see below) for a command called "prog". If found, it is 
run. 

2. If not found, the shell appends ".com" to the name, getting 
"prog.com", and looks for that file. 

3. If prog.com is found, the shell sets up upm as follows: 
drive A is set to the directory in which the file was 
found. Drive B is set to the user's current directory. 
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Dri ve B is selec:ted as the current drive. Finally, the 
Gommand -i-s exeeuted -from the A drive. 

So for example, suppose that "ws.com" is in the directory /cpm. 
If you type 

% ws document 

then the shell silently expands this into 

% upm a:/cpm b:./ b: a:ws document 

and runs it. 

If you get the response "command not found", then the file 
ws.com was not in the shell's search path, that is, ws.com was 
not in your current directory or in any of the directories where 
the shell ordina~ily looks for c.ommands. To remedy this, you 
could give the command 

% path. /bin /usr/bin /cpm 

This tells the shell to look first in "." (your current 
directory), then in "/bin", then in "/usr/bin", and finally in 
"/cpm". Better still, put this command in your .sh file, so that 
you don't have tp retype it each time you log in. 

The default path, ie, the path you get 
otherwise, is" /bin /usr/bin". You can 
anything you want with the path command. 

if you don't say 
change this to 

Note: The shell's automatic upm set-up does not work for all 
CP/M programs. For instance, the Logicalc program lc.com insists 
that it be on the "currently logged drive", (whereas WordStar 
can be on either the currently logged drive or the A drive). So 
the best way to run logicalc is to put the following alias in 
your .sh file: 

alias lc "upm a:/cpm b:./ lc" 

Then logicalc will run happily as long as you remember that your 
spreadsheet files are on your B drive. 

Terminal Emulation 

upm has the capability of emulating different terminals. A 
terminal emulator converts the control characters that your 
terminal and a terminal-configured piece of software use to 
communicate "special effects". These special effects are things 
like moving the cursor around, clearing the screen or 
highlighting parts of the screen. By converting control 
characters you can make several terminals all look the same for 
software. This may allow you to use the same configured version 
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of software for all your terminals. 

Terminal emulation may also be of use to you if you have an 
unusual terminal that is not listed in software installation 
programs. You would simply add your terminal specifications to 
the Micronix file I etc I terminals, 'and upm will emulate one of 
the more common types of terminals for you. Then, you install 
software· for the terminal th~t upm is emulating. 

There are three different terminals that upm can emulate: an 
ADM-3A, a Soroc IQ-120, and an ADM-31. These three terminals 
represent increasingly sophisticated levels of terminal 
"intelligence". TIle ADM-3A, the least intelligent, can clear the 
screen, and ~ove the cursor. The Soroc IQ-120 represent's the' 
next level. 'The Soroc can- do everything the ADM-3A can do, plus 
it can display characters in high or low intensity a,nd has erase 
to end of screen and end of line functions. 

The most intelligent terminals have all the capabilities 
previously mentioned, plus delete and insert line and character 
functions. The ADM-31 has all of these capabilities and 
represents the "highest" level of terminal intelligence. 

The use of levels categorizes similar terminals in a small 
number of groups. This allows the terminal emulator to translate 
many different terminals' control codes into three subsets, 
requiring only (at most) three different configured versions of 
software. Your terminal may have many bells and whistles that 
aren't included in the highest level definition, but software 
writers rarely make use of unusual features when creating 
software for use with general purpose terminals. 

The recon program will display the terminals listed in the 
letc/terminals file, and tell you which terminal upm will 
emulate for your terminal selection. Install your software for 
the terminal emulated. If your terminal name is not listed by 
recon, you can add it by following the directions given in the 
entry in the Reference Manual for Files, letc/terminals, in the 
back part of this binder. 

Terminal emulation is activated by adding the terminal type to a 
line in the letc/ttys file. upm notices that the ttys file has 
been changed, and searches for the line corresponding to the 
port that the terminal running upm is attached to. If this line 
has a terminal name on it, .bd upm then searches the file 
/etc/terminals for the matching terminal. If there is no 
terminal name on the line in the ttys file, or a matching 
terminal in the terminals file, upm turns off terminal 
emulation. 

Terminal names are added to the /etc/ttys file by the recon 
program. The recon program displays the names of terminals in 
the /etc/terminals file, asks for the name of terminal connected 
to each login port, and adds the name to the line for that port. 
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If you examine the ttys' file aft_er ,using recon, you would, see 
that -terminal -names -hav-e 1:)t~e-n added -afte-rthewotd-Uterm:l", as 
in 

ttyA 9600 login term=mor20 

In this case, the terminal name-is mor20. If you prefer not to 
use the recon program to add terminal name,s, you can add the 
names yourself with an editor. Be careful not to leave a space 
between "term=" and the terminal name. The terminal name must be 
one of the abbreviated mnemonic , names listed iri the 
/ etc/termi,nals file., 

Ini.tially, the letc/terminals file. has only about twenty 
different terminal names in it, ,so' you may not find your 
terminal in the file. The terminals file, is purposely short in 
an attempt to reduce the time spent scanning through the file 
looking for terminal names and capabilities. 

The .process o~. checking the Jetc/terminals and /etc/ttys files 
to see if c:hanges have been made takes upm a 'noticeable amount 
of time. In fact, the longer the /etc/terminals file is, the 
longer it will take upm to search through it. To reduce the time 
added to include terminal emulation, a special file is created 
for, each login port when upm is executed. It ;upm finds this file 
and neither /etc/ttys or /etc/term,inals has been modified more 
rec'ently than this file" then upm uses the information in this 
cache file for terminal emula.tion. This file is in the /usr /upm 
directory, and ,is named upmttyX, where X is a letter 
representing the port,. for example, A for the console (upmttyA). 

If you do not have a /usr/upm directory, upm will never be able 
to create the special tile upmttyX, and will take 10 seconds or 
so to start working every time. Once a upmttyX file has been 
created, upm will start working much quicker. If your file 
system lacks this directory, you can make one by typing 

# mkdir /usr/upm 
/1 [] 

upm will change the upmttyX file if it discovers that either of 
the files /etc/ttys or- /etc/terminals has been changed since the 
upmttyX file was created. This means that you don't need to 
sigpal a change in terminal type to upm because upm will always 
check for it. 

Printers 

Or how to select the best way to talk to your printer. 

There have to be half a dozen ways one could set up a printer 
with upm. 

First, consider your environment: Are you going to be running 
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single user all the time? Are many users going to be using one 
printer? Will you be printing software listings or text? 

Next consider your requirements: Are you going to use special 
, \ 

forms that will be changing? Will you run many small files or a 
few large ones? Do you want to allow simultaneous printer access 
or lock out 'later users, returning the message "Busy"? Are you 
going to print many copies of a single large file? 

Let's try to sort all of this out. 

Most all CP/M applications programs send their printer output to 
the LST: device. 

Upm can be taught to take those characters sent to 
device and 40 any of a number of things with them. If 
tell it otherwise (the default condition), characters 
the LST: device and appear on the controlling terminal 
screen). This is normally not very useful or beautiful. 

the LST: 
you don't 

go into 
(on your 

The easiest way to send these characters to a printer is to: 
1. Attach the printer to one of the I/O ports on the back 
of the Decision, say to ttyC, and then, 
2. Put the word "1st" on the ttyC line of the Micronix 
configuration f~le /etc/ttys. (Also, put the baud rate on 
this line.) 

All this is explained in detail in the documen~s calle.d 
"printers" and "ttys" (type the commands "help printers" and 
"help ttys"). 

Once you have done this, anyone who uses upm on your system will 
automatically use the same printer. BUT, this doesn't police 
simultaneous access to the printer. If users are located within 
shouting distance, or if it is very unlikely that two people 
will ever be printing simultaneously, then this is enough. 
Otherwise, read on. 

You can arrange to have characters from the LST: device sent to 
a file and saved up for later access. This can be useful if you 
want to print something again and again, or if you want to print 
later or on another machine. Entering 

A>LST:file 

is the command to accomplish this. Characters sent to the LST: 
device are written to the file named after LST:. "File" may be 
any arbitrary Micronix file name. It need not contain a slant. 
(Be careful though, as any previous contents of this file will 
be lost.) If the file did not previously exist, it will be 
created. 

Once you have saved your output in a file, you can send it to 
the printer with the "lpr" program by typing the command 
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A>!lpr file 

The exclaimation point is the way to run a Micronix command from 
the CP/M environment. This will send files to the printer in 
first-come-first-served order, making sure that different users 
do not interfere with each other. There is more information on 
this below. 

You can send characters direct to a "character special file" (or 
in other words to some other port). 

A>LST:/dev/ttyC 

channels characters coming from the LST: device to "ttyC" into 
which might be plugged a printer. If you get the message "File 
or,device busy", that's the case. You'll be able to a~cess the 
tty as soon as whoever has it right now releases it. 'If you get 
the message "Permission denied", you should get your local 
super-user (possibly yourself) to execute theco1IlID1lland: 

# chmod a+w /dev/ttyC 

to enable writing to the device. Ttys used like this should not 
be listed ,in the / etc/ ttys file as "login" ports. You need to 
choose which ports you will use to log in on and which ports you 
will use as printers. In addition, you can specifiy the baud 
rate of your printer. (Default is whatever the device was set to 
before.) It is always a good idea to specify your baud rate. 
Also be sure your hardware and software baud rates agree: 

A)LST: / dev It tyD, 1200 

would send ',characters to ttyD at a rate of 1200 baud. 

Printer Handshaking 

Micronix supports Clear-to-Send (CTS) and X-on, X-off 
handshaking. If it asks (as WordStar does), you should tell 'your 
CP/M program to do no handshaking, as Micronix will be handling 
that end of things:-X-on, X-off handshaking is always there and 
you don't have to specify it. If you don't use it, it doesn't 
get in the way. 

CTS handshaking, however, needs to be carefully set up. Note 
that the Morrow Designs Wunderbuss I/O (found in Decision I 
table top models) has CTS coming out on pin-8 of the 25-pin 
connector,s. This is not standard. The CTS pin is normally 
ignored. If you specify the CTS type of handshaking described 
below, no data will be transmitted until the signal on pin-8 on 
the Wunderbuss 10 (pin-5 on the Mult/IO) is TRUE. (See the help 
files on "printers", "setup", and "cables" for details.) 

The following command line 
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would send characters through the CP/M LST device to ttyB at 
9600 baud with CTS handshaking. 

Policing the Printer 

If you want only one person to be able to access your printer at 
a time, type: 

# chmod u+l /dev/ttyC 

(The # is a super-user shell prompt. You should log in as "root" 
(the super-user) to execute this command.) This will set the 
single write lock bit, after which only one user will be able to 
access the printer (ttyC) at a time. Other users will get the 
message "File or device busy." With the lock bit set, once a 
user gains access to the printer, he will hog it until he either 
A) exits from upm, or B) types the command 

A> LST: 

to release the printer (by re-assigning it to "nothing"). 

If you want many users to be able to use the printer at once 
(and do your own policing), type: 

# chmod u-l /dev/ttyC 

to clear the lock bit. In this state, the users will have to 
decide amongst themselves when to print. You'll also probably 
have to move the paper to "Top of form" manually after printing.' 
If two users try to print at once, the characters will be 
intermingled (very ugly). 

If you prefer to have software make the use decisions for you 
(set up a spooling printer), use the Ipr program. It is 
recommended that you prepare your printed copy by formatting it, 
sending it-to an output file (as described above), then type the 
command 

A> !lpr file 

Lpr is good at handling large printing jobs done on the same 
type of paper with printers which never fail, etc. Lpr works in 
a deferred bulk fashion. If you want immediacy, use the direct 
tty method outlined above. See 'lpr in section 1 for more 
details.) 

The system-wide LST device. 

It is possible to designate a particular device on the system to 
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be the recipient of all output from all instances of upm which 
are send-fng chara-cter-s to their res-p'e'ct-i'veLST -:-de--\1'iees. -(:No-te 
that if a user has specified a LST de,vice in his own .upm file, 
it will override the system-wide LST device.) 

This is accomplished by making an entry in the. letc/ttys file. 
The /etc/ttys file is scanned by upm for a line containg the 
word "1st". If such a line is found, then upm arranges that LST 
characters will be sent to the device named by the first word on 
that line. 

We desperately need an example of this simple concept. Suppose 
your "/etc/ttys" file contains: 

ttyA login 9600 
ttyB login 9600 
ttyC 1st 1200 

Any upm program run on the system will send its LST output to 
ttyC as specified. 

The Micronix /etc/ttys file as shipped has such an entry. 

Select Errors 

It is not posst-ble to get a CP/M SELECT ERROR under upm. 

If you select a drive which has as yet no corresponding 
directory, upm inquires with the line 

Select a directory for drive D: 

for instance. 

You should respond by typing the name of a Micronix directory 
(/a/tom/letters, for example). Upm will continue badgering you 
~?ti1 you do. 

This feature can be used to change directories right in the 
middle of a program (WordStar as a good example): 

File Names 

Change the logged drive to drive E: (previously undefined). 
Upm will ask you for a directory name. Respond with the 
name of the directory you want to refer~nce. Drive E: will 
now correspond to that new directory (and you didn't have 
to get out of WordStar do to it). 

Upm intervenes in all file transactions originated by the CP/M 
program. When the CP/M program thinks it is opening a CP/M file) 
it is really opening a Micronix file. Upm handles conversion 
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back and forth between CPIM FCB's and Micronix file path names. 
It maintains a table of correspondences between CpIM drives and 
Micronix directories. For example) a CpIM program might read 
from a file named 

B:TEST.DOC 

Here fiB" indic;ates CP/M drive B and tiTEST • DOC" .is the CpIM file 
name. Suppose for a moment that upm is currently remembering the 
correspondence 

B: -) lalhubert 

then the above CP/M file name would be translated to: 

/a/hubert/test.doc 

We see here that ":8:" got translated to "/a/hubert/" and 
TEST.DOC got translated to "test.doc". 

File Names 

CpIM file names are all upper case. Upm converts these to all 
lower case Micronix file names as seen in the above example. 

(If a "I" appear-s in a CpIM file name) it will be converted to a 
"I" because "I" has special meaning in Micronix file names.) 

It should be noted that some files may be inaccessible from upm 
because they have "Cp/M impossible names". This is no great 
stumbling block, however, as one can simply rename the Micronix 
file(s). (See mv in Section 1 of the Micronix Reference Manual.) 

For file names to be accessible from upm the rules are: 

All lower case letters. 

Maximum eight character filename. 

Maximum three character extension (optional). 

Names without an extension may be at most eight characters 
long. and should have no final " " 

No question marks (?) or asterisks (*) may be used as a 
character in the name. 

Examples of valid upm accessible file names: 

a.doc example. txt ppp 

z.f prog.c peter 
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BIOS Jump Table 

Upm ,also contains a "BIOS jump table" bearing a striking 
resemblance to the, original, and corresponding in function. The 
two BIOS calls, "read sector" and "write sector," are considered 
illegal as they have no corresponding function in the Micronix 
environment. All the other'BIOS calls are allowed, however, some 
are silently ignored. (See the CP/M 1.1 Operating System Manual 
for more information on the CP/M BIOS.) The BIOS calls having to 
do with character I/O are fully implemented. If you've never 
heard of a BIOS jump table, ignore this section.' 

Built-In Commands 

Here is a summary of the available built-in commands under upm. 
Some of these are also discussed at length elsewhere in this 
document. 

Note that character case is insignificant under CP/M but matters 
to Micronix. In the following table, CP/M-ish things are given 
in upper case; Micronix-ish things in lower case. 

= Displays drive-directory correspondences. 

!command Run a Micronix command. Any valid shell co~and may 
appear after the exclamation point. 

ERA Erases specified files. 

DIR Displays file names in the directory. 

exit Leave upm. This 
INTERACTIVE mode 
another terminal). 

is the 
(short 

only way to 
of killing 

get 
the 

out of upm 
process from 

REN Renames a specified file. Exactly as in standard CP/M. REN 
new = old. 

SAVE Save memory contents in a file. 
UNIMPLEMENTED. 
If you want to patch'files, see the Micronix utility ddt 
(in Section 1 of the Micronix Reference Manual). 

TYPE Types the contents of a file. 

USER Move to another 
UNIMPLEMENTED. 

area within the same directory. 

All files are considered to be "USER 0" for the purposes 
of CP/M programs. The far (1) utility can be used to 
access files with any user number on a CP/M floppy. 
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A: Select a drive. 

A:/directory 
Set a new drive-directory correspondence. 

LST:file 

LST:tty 

Send LST: output to a file Creat- the file if it didn't 
exist. 

Send LST: directly to another tty. (X-on 'X-off handshaking 
will be used by default.) 

LST:tty,speed 
Send LST: directly to a tty and set the speed. (Again 
X-on, X-off handshaking used by default.) 

LST:file,speed,cts 
Send LST: output to a file and set the speed, and ·CTS 
handshaking. Output is inhibited until the CTS line (pin-S 
on the Wunderbuss or pin-S on the Mult/IO) is ,dri.ven TRUE. 

LST: I program 
Send (pipe) the ;LST.: output to another program. Note that 
if this' cOInmand is entered from the shell, the command 
line must be in quotation marks or else the shell will 
interpret the pipe incorrectly; i.e: entering.' 

upm 1st: Ilpr 

will be parsed into two commands by the shell. You can 
convey the intended meaning by enclosing the upm LST 
redirection argument in quotes, thusly: 

upm "lst:llpr" 

LST: Disconnect LST:. LST: reverts to the default (characters 
appear on your screen). 

Control characters 

The control characters discussed below are effective only when 
the "standard" CP/M console I/O calls are used.- They will not be 
understood if the CP/M BIOS jumps or CP/M direct I/O calls are 
used to generate the output or requestinput~ 

Ap _ printer toggle. 

Normally console output is sent only to the console. If you type 
AP, console output will be sent to both the LST device and the 
console. If you type Ap again, console output is once again sent 
only to the console. 

AS - suspend console output. 
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- -

If, while console output is occurring, a-"'S is received,'" it -is 
interpreted as an instruction to temporarily suspend further 
output. When in suspended mode, any character will restart the 
output, except AC which will cause upm to exit immediately • 

... C - abort.-

A "'c as the first character of an input line will cause an exit 
from upm. 

AR - retype current input line. 

Submit files. 

Standard CP/M submit file format is- implemented. IMPORTANT: 
Submit file operation works only in upm's INTERACTIVE mode. From 
the user's point of view, operation under upm is identical to 
operation- -under CPM. 

Here is the way' submit- files work internally, under both CPM and 
upm. Please note that that this is OPTIONAL TECHNICAL material, 
needed qnly by programers with special requirements. We repeat 
it here only because it is very hard to fihd - this in- the CPM 
documentation. -

Text Files 

The submit file is named "A: $$$ ~SUB" 

Upm checks for the presence of a submit file just before 
issuing its prompt ( "X>" ). A submit file consists of a 
series of records. Each rec-ord represents one CP/M command. 
Each - record is 128 bytes in length. The records are in 
reverse order within the submit file.- Last record first, 
first record last, etc. 

The first byte of each record gives the length of the 
command line found in the following 127 bytes. 

The following 127 bytes contain the CP/M command exactly as 
one would enter it from the console. 

Standard CP/M reduces the length of its submit file by one 
record upon executing each command. 

Upm doesn't actually change the size of the file, but keeps 
track of where it is. 

Herein are some practical suggestions on the handling of text 
files and the successful transportation thereof between CP/M and 
Micronix. Also included is a description of the differences in 
their formats. 
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CP/M text files and Micronix text files are identical, except 
for the following: 

1. At the end of each line. of a Mlcronix text file there is a 
single NEWLINE character; at the end of each line of a CP/M 
text file there is a RETURN character followed by a NEWLINE 
character. 

2. A CP/M file's length must be an even multiple of 128 bytes. 
A Micronix file's length may be any number of bytes (both 
are constrained to maximum file sizes). CP/M text files are 
padded with AZ characters at the end to round them out to 
an even multiple of 128. Micronix text files are not. 

There is a conyenient utility for converting a text file back 
and forth between the two formats. (See clean in Section 1 of 
the Micronix Reference ·Manual.) To make a text file suitable for 
Micronix, enter: 

% clean filename 

To make a text file suitable for CP/M or upm, enter: 

% clean -u filename 

The name clean comes from the idea of cleaning out the excess 
RETURN characters and .... Zcharacters at the end; "-u" stands for 
"unclean". 

Upm and the Background 

Non-interactive CP/M programs may be run in the background. The 
asm assembler is an example of a non-interactive program. 
Running something in the background means you don't have to wal t 
for it to finish, but are able to do something else on the 
system while waiting. See also the section on background 
processes in "sh" in section 1 of the Micronix reference manual. 
It is also possible to run a non-interactive CP/M program in the 
background_ at reduced priority so that the subjective response 
time is not as adversely affected. 

% asm program & 

Would cause the named program's assembly proccess to be 
initiated, but you would immediately regain control of the 
console. Note that this command must be issued from the shell. 

% nice 5 asm program & 

Would cause the same action as above but at a reduced priority 
level. (The default "nice" is 0.) 
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Trace Mode 

Upm incorporates a trace mode for use in tracking down trouble, 
or to analyze CP/M system call usage (or for any other reason 
which comes up). 

To run upm in "trace mode", type: 

% upm -v . 

(The -v stands for verbose.) Each CP/M call mad'e by the CP/M 
program running under emulation will be displayed on your screen 
as a single character. 

Below is a table of the CP/M calls and the 
characters. 

associated 

CPM call CPM call 
name number 

RESET 0 
CONIN 1 
CONOUT 3 
READER 3 
PUNCH '4· 
LIST 5 
DIRECTIO 6 
GETIO 7 
SETIO 8 
PRINTSTRING 9 
READBUF 10 
CONSTAT 11 
VERSION 12 
DISKRESET 13 
SELECTDISK 14 
OPEN 15 
CLOSE 16 
FIRST 17 
NEXT 18 
DELETE 19 
READ SEQ 20 
WRITESEQ 21 
MAKE 22 
RENAME 23 
LOGIN 24 
CURDISK 25 
DMA 26 
GETADDR 27 
PROTECT 28 
GETRO 29 
SETFILE 30 
PARMS 31 

Upm trace 
letter 

A 
B 
D 
.D 
E 
F 
G 
H 
I 
J 
K 
L 
M 
N 
o 
P 
Q 
R 
S 
T 
U 
V 
W 
X 
Y 
Z 
[ 
\ 
] 

Description 

system reset 
console input 
console output 
reader input 
punch output 
list output 
direct I/O 
get I/O byte 
set I/O byte 
print string 
read console buffer 
get console status 
return version number 
re~et disk system 
select disk 
open file 
close file 
search for first 
search for next 
delete file 
read sequentially 
write sequentially 
make file 
rename file 
return login vector 
return current disk 
setD MA address 
get addr (alloc) 
write protect disk 
get read/only vector 
set file attributes 
get addr (disk parms) 
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USERCODE 
~READRANDOM 

WRITERANDOM 
SIZE 
SETRANDOM 

32 
33 
34 
35 
36 

a 
b 
c 
d 
e 

set / get user code 
read ~ra-ndomly 
write randomly 
compute file size 
set random record 

Exiting upm 

BUGS 

You may leave INTERACTIVE mode by typing "exit" as a command. 

Exit from upm's DIRECT mode occurs immediately upon completion 
of the called application program. 

The appearance is that the CP/M program was run directly under 
Micronix and then returned 'directly to Micronix. 

If a program "bombs, freezes up, locks up, crashes," etc., what 
can you do? (Sometimes you can restore control by hitting DELETE 
or RUBOUT, but if you are running under upm, that will not 
work.) One feature of Micronix is that a single 'crashed program 
cannot bring the whole system down. The system manager can 
"kill" the abberant program from another terminal. ,Here is what 
the system manager should do: 

Remember that each terminal 'is called tty-something, such as 
ttyA, ttyB, etc. Let's say that the crashed program is running 
on ttyB. Log in as "root" on another terminal, and type the 
command "ps a". This will give the Process Status of tasks 
running on the system. The lIa" me'ans "tell me about All the 
tasks, not just the ones belonging by this terminal". A list of 
tasks will appear, including those belonging to ttyB. Note the 
numbers of all the tasks associated with ttyB. You want to kill 
all of them (not just the ones called "upm"). Say that tasks 
number 4, 6, and 7 are listed as belonging to ttyB. You should 
type 

11 kill 4 6 7 

The # is the super-user shell prompt, not something you type. 
Unless you have logged in as the super-user (who is usually 
called "root") you won't be able to kill someone else's 
programs. This will terminate the offending program, and will 
also log the user out. The user can then log back in and 
proceed. 

Here is a collation of all the sort of things which are not 
likely to work under upm: 

8080 Instructions: 
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hIt, in, o~t 

Hardware specific programs: 

Hard disk formatters. 
Floppy disk formatters. 
Modem programs. 

CP/M specific programs: 

MOVCPM, SYSGEN 

upm (1) 

CP/M specific calls (the CP/M call 27 ~eturns nonsense, because 
there is no allocation bit map, but this is often harmless.) 

SEE ALSO 
Upm tutorial in User Reference Manual 

CP/~l.l Operating SYStem Manual 
by Digital Research, (C) 1976, 1977, 1978 

clean (1), far (1), Is (1), chmod (1), ps (1), mv (1) 

CREDITS 
CP/M is a trademark of Digital Res,~arch. 

WordStar is a trademark of MicroPro International Corporation. 

UNIX is a trademark of 'Bell Laboratories. 

upm is a product of the Morrow Designs software group. 

-22-



wall (1) 4/6/83 wall (1) 

NAME 
wall - wri te to all use-rs 

SYNTAX 
wall 

DESCRIPTION 
Wall reads the standard input up to an end of file, then sends 
this to the terminal of each currently logged in user. You can 
enter 

wall [return] 
message ••• 
more message ••• 
.... D [control-D] 

to broadcast a message with your terminal as the standard input. 
Alternatively, you can broadcast the contents of a particular 
file by entering 

wall < filename 

Its normal use is to inform users of immediate system status. 
Only the super-~ may ~ wall. 

EXAMPLE 
wall 
System going down in 3 minutes -- Please prepare 
.... D 

After which, each user would see: 

Broadcast message ••• 

followed by what appears above. 

SEE ALSO 
su (1) for entering superuser mode. 
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who 

SYNTAX 
who 

DESCRIPTION 

4/6/83 who (1) 

Who prints a list of the currently logged-in users of Micronix. 

FILES 
/etc/utmp (current user information) 
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NAME 
words -- count words in s'tandard 1nputor flIes 

SYNTAX 
words 

DESCRIPTION 
The number of words in each of the named files is pr,inted 
alongside the file name~ If no file names are specit1ed t or if 
"_" is given as a file name t the standard input is read up to an 
end-of-file and the number of words encountered is printed. A 
word is defined as a contiguous string of non-blanks separated 
by blanks characters. A blank is a space t tab t or newline 
character. 

EXAMPLE 
To count the words in a number of files: 

words file 1 file2 file3 

SEE ALSO 
chars (l)t lines (1) 
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INTRODUCTION TO SYSTEM CALLS 

This section of the manual lists all Micronix system calls. 
The syntax for these calls is in most cases identical with 
that for Unix Version 6 system calls, differing only in the 
assembly language register names. For most purposes, Section 
II of the Unix V6 Programmer's Manual can be used as a 
reference in place of this one. 

Call syntax for both 
Familiarity with one of 
understand this section. 

C and assembly language is given. 
these languages is necessary to 

Many system calls take a file name. This can be an arbitrary 
path name, of unlimited length, but it must be terminated by 
a O-byte, and the calling process must have search 
permission on all directories in the path. 

An error during a system call never causes an automatic 
error message, but an error number is always available (see 
below), and the program can request a standard error message 
if it wants [see perror (3)]. 

C System Calls 

The type of declarations given for system call arguments are 
not meant to be copied literally; they are simply 
indications of how the system will treat the arguments. A 
string, for example, is always acceptable in place of a 
(char *) argument. When no declaration is given, an int is 
expected. 

From C, an error is indicated by an otherwise impossible 
return value. This is usually -1; the individual sections 
specify the details. The error number is always left in the 
external variable, errno. This variable is not cleared on 
successful calls, so that it remains available across 
message writes, etc. 

Assembly Language System Calls 

Syntax is given for 
language. Translation 
straightforward. For 
A-Natural is 

A-Natural (Whitesmith's) assembly 
to Intel or Zilog mneumonics is 

example, the chmod system call in 

sys; chmod; name; mode 
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In Intel assembly language, this looks like 

db sys 
db chmod 
dw name 
dw mode 

The "sys" byte that begins each system call is a synonym for 
"restart 1". The names of the calls themselves are synonyms 
for I-byte quantities that can be found in the individual 
sections, or by inspecting or including the files 
/include/an.h and /include/intel.h. Succeeding in-line 
arguments, if any, are always 2-byte quantities. A "name" 
argume?t is always a pOint,er to a null-terminated string. 

Registers are preserveq. across system calls, except for the 
error flag and error number (see below), and for any return 
values (see the individual sections). For the sake of 
portability, however, it is unwise to depend on this. 

From assembly language, ,an error is always indicated by 
turning on the carry bit of the condition flags. Thus a 
system call can be followed by a jc (jump on carry) to 
handie an error return, or a jnc (jump on no carry) to 
handle an error-free return. The error number is returned in 
register hl. 

Error Numbers 

Following is a list of error numbers, their names in the 
system source code, the standard error message available 
thru perror, and a short explanation. 

o (not used) 

1 EPERM Not super user The current user was attempting 
something reserved for the super-user. 

2 ENOENT No such file or directory' 
The last component of a path name does not exist. 

3 ESRCH No such process 
The process whose number was given to signal does not exist, 
or is already dead. 

4 EINTR Interrupted system call 
A slow system call (such as read or write on a tty, but 
never on a disk) was interrupted by a caught signal. 
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5 EIO I/O error 
A physical I/O error occurred during a read or write. 

6 ENXIO No such device or address 
An I/O call was made to a non-existent device, or beyond the 
limits of the device. 

7 E2BIG Arg list too long 
A call to exec was made with an argument list longer than 
512 bytes. 

8 ENOEXEC' Exec format error 
An attempt was made to execute an inappropriate file (such 
as a directory' or special file), even though the user had 
execute permission on the file. 

9 EBADF Bad file number 

10 

A file descriptor refers to no open file, or a read or write 
request is made to a file not opened for that activity. 

ECHILD No children 
There were no chi,ld processes to wait for. 

11 EAGAIN No more processes 
Fork found the system process table temporarily full. 

12 ENOMEM Not enough core 
During an exec or break, the program asked for more core 
than the system could supply. This is not a temporary 
condition: the maximum program size is a system parameter. 

13 EACCES Permission denied 
The user attempted a file access forbidden by the file's 
permission bits. 

14 ESYS System error 
The system has detected an "impossible" error, caused by 
corrupted disk, memory, or a system bug, but not yet severe 
enough to warrant a panic stop. This should be reported. 

15 ENOTBLK Block device required-
A plain file or a directory was given where a block device 
was required, (in mount, for example). 

16 EBUSY Device busy 
An attempt was made to mount a device that was already 
mounted, to unmount a device on which there was an open file 
or a current directory, or to open a one-user-only device 
that is already busy. 
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17 EEXIST File exists 
The new file name passed to link or mknod is already taken. 

18 EXDEV Cross-device link 
A link to a file on another device was attempted. 

19 ENODEV No such device 
An attempt was made to open a non-existent device. 

20 ENOTDIR Not a di'rectory 

21 

A non-directory was specified where a directory was 
required, as an intermediate component in a path name, for 
example, or as an argument to cbdir 

EISDIR Is a directory 
An attempt was made to write on a directory. 

22 EINVAL Invalid argument 

23 

An invalid argument was given to a system call: currently, 
unmounting a non-mounted device, mentioning an unknown 
signal in signal, or invoking a non-existing system call. 
Ordinarily, the latter case generates a fatal signal; the 
error is returned only if the signal is caught or ignored. 

ENFILE File table overflow 
The system's table of open files is temporarily full. 

24 EMFILE Too many open files 
Only 16 files can be open per process 

25 ENOTTY Not a typewriter 

26 

27 

The file mentioned to stty or gtty is not a typewriter or 
other character-device. 

ETXTBSY Text file busy 
Not currently used. 

EFBIG File too big 
The user attempted to extend a file beyond the maximum size 
of 2"24 bytes. 

28 ENOSPC No space left on device 
The disk's free space has been exhausted. 

29 ESPIPE Illegal seek 
A seek was issued to a pipe. 

30 EROFS Read-only file system 
An attempt was made to write to a device mounted read-only. 
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31 EMLINK Too many links 

32 

The program attempted to make a 256th link to a file. 

EPIPE Broken pipe 
The program wrote on a pipe that had no reader. Ordinarily 
this generates a fatal signal; the error is returned if the 
signal is caught or ignored. 
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access (2) 

NAME 

c 

3/18/81 

access - test file access permissions 

access(n~me, mode) 
char *name; 
int mode; 

access (2) 

FUNCTION 
Permission to access the named file, in the specified 
mode, is tested. The test is based on 'the real user and 
group IDs, rather than the effective IDs, so that a 
set-user-id program may test the permissions of its 
invoker. Mode is the ~ of any of the following: 

.4 read 
2 w.rite 
1 execute 

RETURNS 
Access returns a 0 if permission is granted, -1 if not. 

ASSEMBLER 
(access = 33) 
sys; access; name; mode 

RETURNS 
Access returns 
permissions are 
they are not. 

with the error bit clear if the 
granted, or with the error bit set if 
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NAME 
alarm - set the alarm clock 

C 
alarm(seconds) 

FUNCTION 
This call sets the "alarm clock", which will send an 
al~rm signal to the calling process after the given 
number of seconds ( see signal (2) ) e. Meanwhile, the 
process continues to run. 

An argument of 0 turns the alarm clock off. 

See also pause' (2) and 8leep(2)e 

RETURNS 
If an alarm was previously set but not yet triggered, 
alarm returns the number of seconds remaining until the 
old alarm. Otherwise it returns O. 

ASSEMBLER 
alarm = 27) 
(seconds in hI) 
SY8; alarm 

RETURNS 
The time remaining on any old alarm is returned in hI. 
There is no error return. 
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break (2) 

NAME 

c 

3/18/82 

break, brk, sbrk - change core allocation 

char * brk(addr) 
char * sbrk(addr) 

break (2) 

FUNCTION 
Brk sets the system's idea of the lowest memory 
location not used by the program (called the "break") 
to addr (which may be rounded up to suit memory 
management hardware). The old break is returned. 

Locations greater than or equal to the break and less 
than the stack pointer are not in the address space of 
the program. "These locations may be overwri tten by the 
system, and may cause memory faults if accessed. The 
system will refuse to set the break above the stack 
pointer, but a program is free to move its stack 
pointer below the break. 

Sbrk adds incr more bytes to the program's data space 
and returns a pointer to the start of the new area. 

When a program begins execution via exec (2), its break 
is set to the top of its program and data storage 
areas. Thus, only programs that must dynamically 
allocate data space need to use these calls. 

RETURNS 
The old break is returned on success. A -1 is returned 
if the request would require more memory than the 
system limit, or if it would move the break across the 
stack pointer. 

ASSEMBLER 
(break = 17) 
sys; break; addr 

RETURNS 
Only success or failure is returned, by clearing or 
setting the carry flag, respectively. 
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chdir (2) 

NAME 

C 

3/19/82 

chdir - change working directory 

chdir(dirname) 
char *dirname; 

chdir (2) 

FUNCTION 
The working directory of the current process is changed 
to the given directory. The 'user must have search 
(execute) permission on the directory~ 

RETURNS 
A 0 is returned on success, a -Ion failure. 

ASSEMBLER 
(chdir = 12) 
sys; chdir; dirname 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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chmod (2) 

NAME 

C 

3/18/82 

chmod - change mode of file 

chmod(name, mode) 
char *name; 

chmod (2) 

FUNCTION 
The mode of the file is set as indicated. Only the 
owner of a file, or the super-user, may change the 
mode. Modes are constructed by DRing together some 
combination of the following (octal) values: 

4000 Set user id on execution 
2000 Set group id on execution 
1000 Currently ignored 
0400 Read by owner 
0200 Write by owner 
0100 Execute (or search directory) by owner 
0070 Read, write, execute (search) by group 
0007 Read, write, execute (search) by others 

When a file with the set-user-id flag is executed, the 
effective user ID of the process is set to the owner of 
the file. (In this way, for instance, a spelling 
program could use a secret dictionary.) 

For security reasons, whenever a file is opened for 
writing, its set-id flags are cleared. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(chmod = 15) 
sys; chmod; name; mode 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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chown (2) 

NAME 

c 

3/18/82 

chown - change owner and group of a file 

chown(name, owner) 
char *name; 

chov.TI1 (2) 

FUNCTION 
The owner of the file is changed to the low byte of 
"owner", and the group is changed to the high byte. 
Only the super~user may execute this call. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(chown = 16) 
8Y8; chown; name; owner 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 
close - close a file 

C 
close(descriptor) 

FUNCTION 
Given a f~le descriptor previously returned by open) 
creat, or pipe) close closes the associated file. A 
close of all files is automatic o.n exit, but since 
processes are limited to 16 simultaneously open files, 
close () may be necessary for programs that deal with 
many files. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(close = 6) 
(file descriptor in hI) 
sys; close 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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creat (2) 

NAME 

C 

3/18/82 creat (2) 

creat - create a new file (or truncate an old one) 

creat(name, mode) 
char *name; 

FUNCTION 
If the file does not exist, and if the parent directory 
is writable, it is created with the given mode. If the 
file does exist and is writable, it is' truncated to 0 
length, and its mode and owner remain unchanged. In 
either case, the file is opened for writing only, and a 
file descriptor is returned. 

See chmod (2) for the construction of modes. Note that 
the file is opened for writing, even if the given mode 
does not allow writing. This can be used as a locking 
mechanism, in that another program will not be able to 
create the same file. 

Creat is subject to the limit of 16 open files per 
process. 

RETURNS 
Create) returns a file descriptor (a small, positive 
number) on success, or a -Ion failure. 

ASSEMBLER 
(creat = 8) 
sys; creat; name; mode 
(file descriptor in hI) 

RETURNS 
The carry 
failure. 
in hI. 

flag is cleared on success, or set on 
If successful, a file descriptor is returned 
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NAME -
csw - read the console switches 

C 
getcsw( ) 

FUNCTION 
The setting of the console switches is returned. 

RETURNS 
The .setting of the console switches is returned. 

ASSEMBLER 
(csw = 38) 
sys; csw 
(switch setting in hI) 

RETURNS 
The switch setting is returned in hI. 
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NAME 
dup - duplicate a file descriptor 

c 
dup(descriptor) 

FUNCTION 
Dup takes a file descriptor previously returned by 
open, creat, or pipe and allocates a new descriptor 
synonymous with the original. Subsequent reads or 
writes with the new descriptor will· have exactly the 
same effect as the same call with the old descriptor. 

Since the algorithm that allocates file descriptors 
returns the lowest available value, combinations of dup 
and close can be used to move file descriptors in a 
general way. This is used mostly for manipulating the 
standard input (file descriptor 0) and the standard 
output (file descriptor 1). 

Dup is subject to the limit of 16 active file 
descriptors per process. 

RETURNS 
Dup() returns a file descriptor (positive) if 
successful, or a -1 if not. 

ASSEMBLER 
(dup = 41) 
(old descriptor in hI) 
sys; dup 
(new descriptor in hI) 

RETURNS 
On success, the carry flag is cleared and the new 
descriptor is returned in regist~r hI. On failure, the 
carry flag is set. 
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exec (2) 

NAME 

C 

3/19/82 

exec - execute a program 

execv(name, argv) 
char *name; 
char *argv [ ] ; 

execl(name, argO, argl, ••• , argn, 0) 
char *name, *argO, *arg1, ••• , *argn; 

exec (2) 

FUNCTION 
Exec overlays the calling core image with the named 
file, then transfers to the beginning of the new core 
image. There can be no return from a successful exec: 
the calling core image is lost. 

Exec does not create a new process - the same process 
continues with th~ new core image. Previously opened 
files remain open (so standard input and output are 
preserved), and ignored signals remain ignored.- Ca\.lght 
signals, however, are reset to their default behavior. 

Each process has "real" user and group IDs and 
"effective" user and group IDs. The real IDs identify 
the user; the effective IDs determine the access 
privileges. If a file does not have "set-user-id" or 
"s"et-group-id" mode [see chmod, (2)], then exec sets 
all IDs, real and effective, to the individual 
executing the file. If the file does have either mode, 
exec sets the corresponding effective ID to the owner 
of the executed file. The real IDs remain unchanged. 
This allows a user to write a program that takes 
advantage of his own access privileges (rather than its 
invoker's privileges). 

In order to be executed, a file must have one of the 
execute permission bits set, even for the super-user. 
The system expects one of two file formats. If the 
first byte is hex 99, then the first 16 bytes are taken 
to be a header with the following structure 

-1-



exec (2) 3/19/82 

struct header 
{ 
char ident, 

conf; 
unsigned tablsize, 

textsize, 
datasize, 
bss size, 
heapsize, 
textoff, 
dataoff; 

} ; 

exec (2) 

/* hex 99 */ 
/* not used by exec */ 
/* not used by exec */ 
/* bytes in text segment */ 
/* bytes in data segment */ 
/* bytes in bss segment */ 
/* minimum stack + heap */ 
/* text segment offset */ 
/* data segment offset */ 

(This header structure is produced by Whitesmith's 
compilers.) The rest of the file is assumed to contain 
textsize bytes of text, followed by datasize bytes of 
data. Text is loaded at address textoff, data is loaded 
at address dataoff, and bss space is allocated 
following the data. The break is set at the highest 
location in the text or data + bss segments. 

If the first byte of the file is not hex 99, then the 
file is taken to be pure object code origined at 
address 256 (100 hex). The brake is set to the file 
size. 

In any case, the program must meet the maximum-size 
- restriction (currently 65024 bytes), and it must keep a 
"halt" instruction (the system-call trap) at address 8. 
(This is supplied by the system, unless the text offset 
is <= 8.) 

C offers two different interfaces to exec. Execl is 
useful when a known file is being executed with known 
arguments. The arguments are all string pointers. Any 
number of arguments may be given, but the last must be 
a O. 

When the number of arguments is not known in advance, 
execv is handy. Pointers to the argument strings are 
collected into a list, a null pointer is appended to 
mark the end of the list, and execv is called with the 
address of the list. 

Currently, the total number of bytes in the argument 
strings (including the terminating nulls) is limited to 
512. 

It is conventional to repeat the name of the file being 
executed as the first argument, so that programs can 
use the name with which they are invoked. 
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When a C program is executed, it begins as follows: 

main(argc t argv) 
int argc; 
char **argv; 

where argc is the argument count t andargv is a list of 
pointers to the argument strings themselves. 
Conventionally, argc is at least 1 and argv[O] is the 
program'name. As delivered by the system, argv[argc] == 
-1 t s'o that argv cannot be used directly in an.other 
execv until argv[argc] is set to O. 

RETURNS 
Any return is an error return. In that case, the 
calling image ·is not lost and can continue. Possible 
errors include: the file cannot be found, is not an 
ordinary file, is not executable, is too big, or the 
argument list is too long. 

ASSEMBLER 
(exec = 11) 
sys; exec; name; argv 
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Argv is the address of a list of string pointers. The 
last pointer must be O. When the file starts execution, 
core is set up as follows: 

(top of user core) 
argn: string\O 

argO: string\O 
-1 
argn ... 
argO 

sp -) argc 

RETURNS 
If exec returns at all, the carry flag is set to 
indicate an error. 
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NAME 
exit - terminate this process 

C 
exit(status) 

FUNCTION 
Exit closes all open files, terminates the calling 
process, and notifies the parent process (if it is 
executing a wait). The low byte of status is available 
to the par~nt (via wait). 

RETURNS 
This call can never return. 

ASSEMBLER 
(exit = 1) 
(status in hI) 
sys; exit 

RETURNS 
None. 
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NAME 
fork - create a new process 

c 
fork() 

FUNCTION 
Fork is the only way to create a new process. The 
calling process splits into a "parent" and a' "child". 
The child's core image is a ,copy of the parent's, open 
files are shared, and signals remain unchanged. Fork() 
returns a zero to the child process, while it returns a 
non-zero number to the parent. This is the process ID 
of the child, and is used by wait (2) and kill (2). 

RETURNS 
Fork() returns a zero to the child, and the non-zero 
process ID of the child to the parent. A return of -1 
(not just negative) indicates a temporary lack of 
process space. 

ASSEMBLER 
(fork = 2) 
sys; fork 
(child return) 
(+ 3 bytes) 
(parent return) (child id in hI) 

RETURNS 
The child process returns to the location immediately 
following the fork. The parent skips three bytes before 
returning, and receives the child ID in hI. If a new 
process cannot be created, the carry flag is set on 
return to the parent (and the child return never 
happens). 
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NAME 

C 

3/19/82 

fstat - get the status of an open file 

fstat(descriptor, buf) 
struct stat *buf; 

fstat (2) 

FUNCTION 
Fstat is identical to stat, except that it operates on 
open fil~s (v-ia the file descriptor) rather than on 
files given by name. This is often used to examine the 
status of the standard input and output, whose names 
are usually unknown. Buf is the address of a 36 byte 
buffer, into which the following information is placed: 

struct stat 
{ 

char minor, /* minor device *1 
major; /* major device */ 

int inumber, /* inode number *1 
flags; /* see below */ 

char nlinks, /* number of links *1 
uid, /* user id of owner */ 
gid, /* group id of owner *1 
sizeD; /* high byte of size */ 

int sizel, /* low word of size *1 
sddr[8] ; /* block numbers */ 

long actime, /* time of last access *1 
mod time; /* " last modification *1 
} ; 

The flags are as follows (values in octal): 

100000 
060000 

000000 
040000 
020000 
060000 

010000 
004000 
002000 
001000 
000400 
000200 
000100 
000070 
000007 

inode is allocated 
2-bit file type 
plain file 
directory 
character-special file 
block-speci~l file 
large file 
set user-id on execution 
set group-id on execution 
currently ignored 
read (owner) 
write (owner) 
execute or search directory (owner) 
read, write, execute (group) 
read, write, execute (others) 
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RETURNS 
A 0 indicates success, a -1 indicates failure (bad file 
descriptor). 

ASSEMBLER 
(fstat = 28) 
(file descriptor in hI) 
sys; fstat; buf 

RETURNS 
The carry flag is cleared on success, or set on 
failure. On success, the status is placed in the 
36-byte area pointed at by buf. 
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NAME 
getpid - get process ID 

C 
getpid() 

FUNCTION 
Getpid returns the process ID of th~ current process. 
This is the same ID that is used by the fork t kiII t and 
wait system calls. 

RETURNS 
Getpid returns the process ID. 

ASSEMBLER 
(getpid = 20) 
sys; getpid 
(id in hI) 

RETURNS 
Getpid returns the process ID in hl. 
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NAME 
getuid - get user IDs 

C 
getuid() 

FUNCTION 
Getuid returns the real user IDs of the current 
process. The real group ID is in the high byte of the 
returned word. The real user ID is in the low byte. 
(The real IDs identify .the individual, while the 
effective IDs determine his current access privileges. 
See the exec and chmod system calls for a discussion.) 

RETURNS 
Getuid returns the real user IDs: 
high byte = group ID, low byte = user ID. 

ASSEMBLER 
(getuid = 24) 
sys; getuid 
(IDs in hI) 

RETURNS 
Getuid returns the real process IDs: 
high byte = group ID, low byte = user ID~ 
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NAME 

C 

3/19/82 

gtty - get typewriter status 

gtty(descriptor, vec) 
struct 

{ 
char ispeed, 

ospeed, 
erase', 
kill; 

int mode; 
} 
*vec; 

gtty (2) 

/* input speed */ 
/* output speed */ 
1* erase character */ 
/* kill character */ 
/* see below */ 

FUNCTION 
Gtty gets the status of the terminal associated with 
the file descriptor, and writes the status into the 
6-byte structure pointed at by vec. (This structure is 
the same as that passed by stty. ) Actually, this call 
may be made to any character device, but devices that 
do not like it may return an error. 

Ispeed and ospeed are one of: 

0 1200 baud 
1 50 baud 
2 75 baud 
3 110 baud 
4 134.5 baud 
5 150 baud 
6 200 baud 
7 300 baud 
8 600 baud 
9 1200 baud 
10 1800 baud 
11 2400 baud 
12 4800 baud 
13 9600 baud 
14 19200 baud 
15 1200 baud 

The next two characters specify the erase and kill 
characters, respectively. (The defaults are AH and AX). 
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The mode specifies what services are performed by the: 
system on input and output. Currently, these are: 

0200 
0040 
0020 
0010 
0002 

Use the RS-232 clear-to-send line 
Raw input 
Cr -) If mapping 
Echo input 
Expand tabs 

In raw mode, all characters are passed immediately to 
the program without waiting for a full line to be 
typed, there is no erase or kill processing, and there 
is no recognition of any special control characters. In 
cooked mode, the following control characters are 
recognized: 

"D end-of-file (when typed alone on a line) 
A\ send a quit signal to this tty's processes 
DEL send an interrupt signal to same 
""B send a background signal to same 
ESC freeze the output from this tty 
""s same as ESC 

Note that even while the tty is in raw mode, the other 
modes still have an effect. 

In cr-)lf mode, input crs are turned into lfs, and 
output crs or lfs are turned into cr-lfs. 

In echo mode, input is echoed immediately. If the mode 
is also taw, it is echoed exactly as typed; otherwise) 
the special control characters are not echoed, the kill 
character is echoed as itself plus a newline, and the 
erase character is echoed as backspace-space-backspace. 

In expand-tabs mode, tabs are output as the number of 
spaces needed to bring the cursor to the next O-mod-8 
column·. 

RETURNS 

A 0 indicates success, a -1 indicates failure. On 
success, the status is placed in the 6-byte structure 
pointed at by vec. 
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ASSEMBLER 
(gtty = 32) 
(file descriptor in hl) 
sys; gtty; vec 

RETURNS 
The carry flag is cleared on success, or set on 
failure. On success, the status is placed in the 6-byte 
area pointed at by vec. 
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NAME 
indir - indirect system call 

ASSEMBLER 
(indir = 0) 
sys; indir; syscall 

FUNCTION 
The system call at the location syscall is executed. 
Execution resumes after the indir call. 

The main purpose of indir is to allow programs to 
construct system calls in their data segments, avoiding 
modifications to their code. 

The system call at syscall must begin with the "sys" 
byte. An indir executed indirectly is a no-ope 

RETURNS 
The returns depend on the indirectly executed call. 
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NAME 
kill - signal a process 

C 
kill(pid, sig) 

FUNCTION 
Kill sends the signal, sig, to the process with the 
given ID. The usual effect is to kill the process - see 
signal (2) for a discussion and a list of signals. 

The sending and receiving processes must have the same 
effective user IDs, or the sender must be the 
super-user. 

If the given process ID is 0, then the signal is sent 
to all other processes with the same controlling tty. 

A process can never kill itself. 

RETURNS 
A ° iridicates success, a -1 indicates failure. 

ASSEMBLER 
(kill = 37) 
(process ID in hI) 
sys; kill; sig 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 

-1-



link (2) 

NAME 

C 

3/19/82 

link - link to a file 

link(old, new) 
char *old, *new; 

link (2) 

FUNCTION 
A link to "old" is created, with the name "new". Either 
name may be an arbitrary pathname. 

"New" must not already exist, its directory must be 
writable, and it must be on the same device as "old". 
"Old" must not be a directory (unless the user is the 
super-user), and must not have more than 254 links. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(link = 9) 
sys; link; old; new 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 
mknod - make a directory or special file 

c 
mknod(name, mode, addr) char *name; 

FUNCTION 
~nod creates a new file. Unlike creat, it may be used 
to create directories and special files; it does not 
truncate or open files. 

The mode of the new file (including the file type bits) 
is taken from the mode argument, and the first address 
is taken from addr. For directories, this address 
should be 0, while for special files it should be the 
device number. 

This call 'is restricted to the super-user. 

RETURNS 
A ° indicates success, a -1 indicates failure. 

ASSEMBLER 
(mknod = 14) 
sys; mknod; name; mode; addr 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 

c 

3/19/82 

mount - mount a file system 

mount(device, on, ronly) 
char *device, *on; 

mount (2) 

FUNCTION 
Mount informs the system that the given block device 
contains a file system. ,Subsequent references to the 
file "on" will refer to the root directory of the new 
file system. The o1'd contents of "on". are inaccessible 
until the device is unmounted. 

If ronly is non-zero, the system 
on the device. If the device 
protected, it should still be 
prevent the system from trying to 

will not allow writing 
is physically write 
mounted read-only to 

update access times. 

This call is restricted to the super-user. There is a 
limit to the number of devices that can be mounted 
concurrently. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(mount = 21) 
sys; mount; device; on; ronly 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 
nice - set process priority 

C 
nice(arg) 

FUNCTION 
The "nice" of a process is the opposite of its 
intuitive "priority" -- the "ni~er" it is, the less cpu 
ti'me it hogs. This systen entry sets the nice of the 
calling process to the given arg~ment. Nice values 
range from -128 to 127; the normal value is O. Only the 
super-user can set a negative nice (== high priority). 
Long running background programs Bhould be run at a 
positive nice as a favor to other users. 

A process' nice is passed to its children via the fork 
system call. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(nice = 34) 
(nice value in hI) 
sys; nice; 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 

c 

3/19/82 

open - open a file for reading or writing 

open(name, mode) 
char *name; 

open (2) 

FUNCTION 
The named file is opened for 

reading 
writing 
both 

(mode "0) t 

(mode 1), or 
(mode 2). 

The returned file descriptor should be saved for 
subsequent calls to read, write t and close. 

There ,is a limit of 16 open files per process. 

RETURNS 
A non-negative return indicates success, a -1 indicates 
failure. On success, a file descriptor (small 
non-negative number) is returned. 

ASSEMBLER 
(open = 5) 
sys; open; name; mode 
(file descriptor in hI) 

RETURNS 
The carry 
failure. 
hI. 

flag is cleared on success t or set on 
On success, a file descriptor is returned in 
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NAME 

c 

3/19/82 

pipe - create an inter-process channel 

pipe(descriptor) 
int descriptor[2]; 
(read descriptor = descriptor[O]) 
(WTit~ descriptor = descriptor[l]) 

pipe (2) 

FUNCTION 
Pipe returns two file descriptors tha~ can be used to 
communicate between processes created by subsequent 
fork calls. When the pipe is written using 
descriptor[1], up to 4096 bytes of data will be 
buffered before the writing process is suspended. A 
read using descriptor[O] will pick up the data. 

Read calls on an empty pipe with no writers will return 
an end-of-file (i.e., 0 bytes read). Write calls under 
similar conditions will generate a signal. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(pipe = 42) 
sys; pipe 
(read descriptor in hI) 
(write descriptor in de) 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 

c 

3/19/82 

read - read a file 

read(descriptor, buffer, nbytes) 
char buffer[]; 

read (2) 

FUNCTION 
A file descriptor is a word returned from a successful 
open, creat, dup, or pipe call. Buffer is a memory 
loca tion where at mo's t nbytes of da ~a will be placed. 
The number of bytes actually read is returned. This may 
well be less than nbytes; a read on a terminal, for 
example, will return at most one line. If the value 0 
is returned, then the file has been exhausted. 

RETURNS 
A-I indicates an error. A return of 0 indicates 
end-of-file. Any other value indicates a successful 
read of that many bytes. 

ASSEMBLER 
(read = 3) 
(file descriptor in hI) 
sys; read; buffer; nbytes 
(number of bytes read in hI) 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 
seek - move read/write pointer 

C 
seek(descriptor, offset, fr0t:n) 

FUNCTION 
Each oyen file has an associated read/write pointer. 
Seek moves this pointer as follows: 

If from is 0, the pointer is set to ,offset. 

If from is 1, the pointer is set to its current 
location plus offset. 

If from is 2, the pointer is set to the size of the 
file plus offset. 

If from is 3, 4, or 5, the meaning is the same as for 
0, 1, or 2, except that offset is multiplied by 512. 

If from is ° or 3, offset is treated as signed. 
Otherwise it is unsigned. 

IN SUMMARY: 

Byte Block 
seeks seeks' Motion is relative to 

° 1 
2 

3 
4 
5 

Beginning of file (unsigned) 
Curr~nt location (signed) 
End of file (signed) 

Seeks are not allowed on pipes, but are allowed on 
character devices, although most such devices ignore 
them. Seeking far past the end of a file and writing 
will create a "hole" in the file that occupies no 
space. Reading the hole will allocate zero-filled 
space. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 
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NAME 
setuid - set process user IDs 

C 
setuid(uid) 

FUNCTION 
This call sets the real group and user IDs and the 
effective group and user IDs. The group IDs are set to 
the high byte of the argument, and the user IDs are set 
to the low byte. This call can be used to set the 
effective IDs to the real IDs. Only the super-user is 
permitted to change the real IDs. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(setuid = 23) 
(uid in hl) 
sys; setuid; 

RETURNS 
The carry flag is cleared on success~ or set on 
failure. 
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NAME 
-signal - set disposition of signals 

c 
signal(sig, func) 
int (*func)(); 

FUNCTION 
A signal is a means of notifying a process of some 
external event. A signal can be sent from the system 
(in response to an attempt to execute an illegal 
instruction, for example), from a terminal (to abdrt a 
process), or at the request of another process (via the 
kill system call). Normally, a signal causes 
termination of the receiving process, but this call 
allows the process either to ignore it or to "catch" it 
via an interrupt to a specified location. There are 15 
signals: 

1 -- (hangup) 
2 interrupt (caused by typing DEL) 
3 quit (caused by typing control \) * 
4 illegal instruction * 
5 -- (trace trap) 
-6 background (caused by typing control b) 
7 record available at terminal ** 
8 -- (floating point exception) 
9 kill (cannot be caught or ignor-ed) 
10 -- (bus error) 
11 -- (memory fault) 
12 bad argument to a system call * 
13 write to a pipe with no one to read it 
14 -- (alarm clock) 
15 terminate (catchable kill) 

* causes a core dump unless caught or ignored 

** not reset when caught 

Signals marked tI __ tI are no: .currently sent by the 
system. (The Unix V6 descriptions are given). 

A "func" of 0 tells the system to institute the default 
action for the given signal. For all signals but 6 and 
7, this means process termination on receipt of the 
signal. For signal 6, the default action is to put the 
process into the "background" (all further signals, 
except 9, will be ignored, and reads on a terminal will 
return eof). For signal 7, the default action is to 
ignore the signal. 
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If "func" is 1, the· sig~~l ~ill be ignored •.. Ifl'func" 
is any value greater than 1, then it is taken as an 
address, and receipt of the signal will cause an 
interrupt to that address. Except as noted, a signal is 
reset to 0 after being caught. So in general, the 
catching routine must issue another signal call if it 
wants to continue catching the signal. 

If a signal is caught during a slow system call (read 
or write to a terminal, sleep, or wait ), the call 
will terminate prematurely and return an error (number 
EINTR - see the Introduction). 

After a fork, the child inherits all signal 
dispositions. Exec passes on all default and ignore 
dispositions~ but resets all caught signals to default 
action. 

RETURNS 
The return value is the old 
indicates success, a -1 
number out of range). 

ASSEMBLER 
(signal = 48) 
sys; signal; sig; func; 
(old value in hI) 

RETURNS 

signal disposition. A 0 
indicates failure (signal 

The carry flag is cleared on success, or set on 
failure. 
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NAME 
sleep - st~p execution for an interval 

C 
sleep(seconds) 

FUNCTION 
The calling process is suspended for at least the given 
number of seconds. 

RETURNS 
The call returns after the given number of seconds. A 0 
indicates success, a -1 indicates failure. The only 
caus~ of failure is an early return caused by a caught 
signal. 

ASSEMBLER 
sleep = 35) 
(seconds in hI) 
sys; sleep 

RETURNS 
The carry flag is cleared on success, or set on 
failure. The only cause of failure is an early return 
caused by a caught signal. 
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NAME 

c 

3/19/82 

stat - get the status of a named file 

stat(name, buf) 
char *name; 
struct stat *buf; 

stat (2) 

FUNCTION 
stat is identical to fstat, except that it operates on 
named files rather than open-file des~riptors. Buf is 
the address of a 36 byte buffer, into which the 
following information is placed: 

struct stat 
{ 

char minor, /* minor device */ 
major; /* major device */ 

int inumber, /* inode number */ 
flags; /* see below */ 

char nlinks, /* number of links */ 
uid, /* user id of owner */ 
gid, /* group id of owner */ 
sizeD; /* high byte of size */ 

int size1, /* low word of size */ 
addr[8]; /* block numbers */ 

long actime, /* time of last access */ 
modtime; /* " last modification */ 
} ; 

The flags are as follows (values in octal): 

100000 
060000 
000000 
040000 
020000 

060000 
010000 
004000 
002000 
001000 
000400 
000200 
000100 
000070 
000007 

inode is allocated 
2-bit file type 
plain file 
directory 
character-special file 
block-special file 
large file 
set us~r-id on execution 
set group-id on execution 
currently ignored 
read (owner) 
write (owner) 
execute or search directory (owner) 
read, write, execute (group) 
read, write, execute (others) 

It is not necessary to have read permission on the 
file, but all directories leading to the file must be 
searchable. 
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RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(stat = 18) 
stat; name; buf 

RETURNS 
The carry flag is cleared on successior 
failure. On success, the status is placed 
36-byte area pointed at by buf. 

/ 
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NAME 

C 

3/19/82 

stime - set date and time 

stime(time) 
long * time; 

stime (2) 

FUNCTION 
Stime sets the system's idea of the date and time. The 
argument is the number of seconds since 0:00 GMT, 
January 1, 1970. Only the super-use~ may make this 
call. 

RETURNS 
A 0 indicates success, a -1 indicates failure (not 
super-user). 

ASSEMBLER 
(stime = 25) 
(time in hI-de: hI = high word, de 
sys; stime 

RETURNS 

low word) 

The carry flag is cleared on success, or set on 
failure. 
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NAME 

C 

3/19/82 

stty - set typewriter status 

stty(descriptor, vec) 
struct 

{ 
char 

int 
} 
*vec; 

ispeed, 
ospeed, 
erase, 
kill; 
mode; 

stty (2) 

/* input speed */ 
/* output speed */ 
/* erase character */ 
/* kill character */ 
/* see Qelow */ 

FUNCTION 
Stty sets the status of the terminal associated with 
the file descriptor. The status is taken from a 6-byte 
structure pointed at by vec. This structure is the same 
as that obtained by gtty. Actually, this call may be 
made to any character device, but devices that do not 
like it may return an error. 

Ispeed and ospeed are one of: 

0 1200 baud 
1 50 baud 
2 75 baud 
3 110 baud 
4 134.5 baud 
5 150 baud 
6 200 baud 
7 300 baud 
8 600 baud 
9 1200 baud 
10 1800 baud 
11 2400 baud 
12 4800 baud 
13 9600 baud 
14 19200 baud 
15 1200 baud 

The next two characters specify the erase and kill 
characters, respectively. 

The mode specifies what services are performed by the 
system on input and output. Currently, these are: 
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0200 
0040· 
0020 
0010 
0002 

Use the RS-232 clear-to-send line 
Raw input 
Cr -) If mapping 
Echo input 
Expand tabs 

In raw mode, all characters are passed immediately to 
the program without waiting for a full line to be 
typed, there is no erase or kill processing, and there 
is no recognition of any special control characters. In 
cooked mode, the following control characters are 
recognized: 

AD end-of-file (when typed alone 'on a line) 
A\ send a quit signal to this tty's processes 
DEL send an interrupt signal to same 
AB send a background signal to same 
ESC freeze the output from this tty 
AS same as ESC 

Note that even while the tty is in raw mode, the other 
modes still have an effect. 

In cr-)lf mode, input crs are turned into lfs, and 
output crs or lfs arc turned into cr-lfs. 

In echo mode, input is echoed immediately. If the mode 
is also raw, it is echoed exactly as typed; otherwise, 
the special control characters are not echoed, the kill 
character is echoed as itself plus a newline, and the 
erase character is echoed as backspace-space-backspace. 

In expand-tabs mode, tabs are output as the number of 
spaces needed to bring the cursor to the ne~t O-mod-8 
column. 

RETURNS 
A 0 indicates success, a -1 indicates failure (file 
descriptor does not refer to a character device). 

ASSEMBLER 
(stty = 31) 
(file descriptor in hI) 
sys; stty; vec 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 
sync - update the disks 

c 
sync() 

FUNCTION 
Sync causes all information in core memory that should 
be on disk to be written out. This includes modified 
super-blocks, modified inodes, and delayed block I/O. 

RETURNS 
No information is returned. Sync always succeeds. 

ASSEMBLER 
(sync = 36) 
sys; sync 

RETURNS 
No error indication is returned. 

-1-



time (2) 

NAME 

c 

3/19/82 

time - get date and time 

time(tp) 
long *tp; 

time (2) 

FUNCTION 
Tjme fills the long value pointed to by the argument 
with the number of seconds since 0:00 GMT January 1 
1970. 

RETURNS 
The user-supplied long integer is filled in. There are 
no error conditions. 

ASSEMBLER 
(time = 13) 
sys; time 
(time in hI-de) 

RETURNS 
The time is returned with the high order word in hI and 
the low order word in de. There are no error 
conditions. 
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NAME 

C 

3/19/82 

umount - dismount a file system 

umount(device) 
char *device; 

umount (2) 

FUNCTION 
Umount tells the system that the given spec'ial file 
should no longer be treated as a file system. The file 
on which the device was mounted reveres to its ordinary 
interpretation. 

Umount will return an error if there are still any 
active files on the mounted system. 

This call is restricted to the super-user. 

RETURNS 
A 0 indicates success), a -1 indicates failure. 

ASSEMBLER 
(umount = 22) 
sys; umount; device 

RETURNS 
The carry flag is cleared on success) or set on 
failure. 
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NAME 

c 

3/19/82 

unlink - remove a directory entry 

unlink(name) 
char *name; 

unlink (2) 

FUNCTION 
Unlink removes the indicated entry from its directory. 
If this was the last link to the file, the file is 
removed· and its space is freed. If the file was open in 
any process, this removal is delayed until the file is 
closed, even though its last directory entry has 
disappeared. 

In order to unlink a file, a user must have write 
permission on its directory. Write permission is not 
required on the file itself. Only the super-user can 
unlink a directory. 

RETURNS 
A 0 indicates success, a -1 indicates failure. 

ASSEMBLER 
(unlink = 10) 
8YS; unlink; name 

RETURNS 
The carry flag is cleared on success, or set on 
failure. 
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NAME 

C 

3/19/82 

wait - wait for a process to terminate 

wait(pstat) 
int *pstat; 

wait (2) 

FUNCTION 
This call waits for the termination of any of the 
caller's children. If any child has died since the last 
wait, return is immediate. If there are no children, an 
error is returned. If there are 'several children, 
several wait calls are necessary to learn of all the 
deaths. 

Wait returns the process ID of the terminated child, 
and fills in the user-supplied 'integer with the 
termination status. In the ,case of a normal termination 
via exit, the low byte of the status is 0, and the 
high byte is is the low byte of the child's exit 
argument. In the case of a signal-caused termination, 
the low byte of the status is the signal number, and 
the high byte is the child's I register. 

If a parent process terminates without waiting for its' 
children, the initialization process (process id = 1) 
inherits the children. 

RETURNS 
A positive number indicates success, a -1 indicates 
failure (no children). On success, the pointed-to 
status is filled in with the child's termination 
status, and the child's process ID is returned. 

ASSEMBLER 
(wait = 7) 
sys; wait 
(process id in hI) 
(status in de) 

RETURNS 
The carry flag is cleared on success, or set on failure 
(no children). On success, the child's process ID is 
returned in hI, and its termination status is returned 
in de. 
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NAME . 

c 

write - write to a file 

write(descriptor, buf, nbytes) 
char *buf; 

FUNCTION 
This call writes nbytes from the indicated buffer to 
the given open file. The number of bytes actually 
wri tten is returned. Unlike the read call, . this number 
should be the same as requested; otherwise, an error is 
indicated. 

RETURNS 
A -1 indicates an error (bad descriptor or physical 10 
error). Otherwise, the value nbytes is returned. 

ASSEMBLER 
(write = 4) 
(descriptor in hI) 
sys; write; buf; nbytes 

RETURNS 
The carry flag is cleared on success, or set on 
failure. The number of characters actually written is 
returned in hI. 
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·SUBROUTlNE(S) 

C 

alloe~· 'free, realloe, ealloe - main memory allocator 

char *alloe(size) 
unsigned size; 

free(ptr) 
ehar *ptr; 

char *realloc(ptr, size) 
ehar *ptr; 
unsigned size; 

char *calloe(nelem, elsize) 
unsigned nelem, elsize; 

FUNCTIONS 
The routines alloc and free provide an easy-to-use 
memory allocation package. The alloc routine returns a 
pointer to a block of at least size bytes long, which 
begins on a word boundary. 

The argument to free is a pointer to a bloGk allocated 
previously by alloc. This block is available for 
further allocation; its contents are left undisturbed. 

Alloc allocates the first large reach of free space it 
finds in its circular search from the last allocated or 
freed block, uniting neighboring free blocks as it 
searches. If no additional space is free, alloc calls 
sbrk (~ee section 2) for more system memory. 

Block sizes pointed to by ptr are changed by realloe to 
size bytes. It may also return a pointer to a block, if 
the block is removed. The values of the new and old 
block sizes determine the changes in block contents; 
the contents remain unchanged up to the lesser value of 
the old and new sizes. 

Alloe contains a valuable search function which may be 
used to do storage compaction. Realloc works if ptr 
points to a block that has been freed since the last 
call of alloc, realloc or calloc. Compounding sequences 
of free, alloc and realloc thereby augments alloe's 
search strategy for storage compaction. 

Allocation of space for an array of nelem elements of 
elsize size is done by calloc. Each of these routines 
returns a pointer to a space aligned for any type of 
storage. 
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. ERRORS 

NOTES 

Note that chaos results if space assigned by alloc is 
overrun, or if a random number is given to free. 

A NULL pointer. (0) is returned by alloc) realloc and 
calloc if no memory is available, or if a corrupt arena 
is detected that was caused by storage outside the 
bounds of a block •. If user wishes to recompile the' 
alloc routine to rigidly check the arena during 'every 
transaction, he/she is referred to the source code. 

The block pointed to by ptr may be destroyed if realloc 
returns a O. 
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'SUBROUTINE(S) 

C 

ctime, localtime, gmtime, aset·ime, timezone - convert 
time and date to ASCII 

ehar *etime(cloek) 
long *clock 

#include <time.h> 

struet tm *loealtime(eloek) 
long *cloek; 

struct tm *gmtime(cloek) 
long *elock; 

char *asetime(tm) 
struct tm *tm;· 

char *timezone(zonetdst) 

FUNCTION 
Ctime converts a time pointed to by clock [as returned 
by time (2)] into ASCII. It returns a pointer to a 
26-character string in the following form: 

Wed Mar 10 12:12:59 1982\n\O 

All fields have constant width. 

Loealtime and gmtime return pointers to structures 
containing the broken-down time. 

Loealtime corrects for the time zone and daylight 
savings time, if necessary. 

Gmtime converts to Greenwich Me9n Time - the time that 
Micronix uses. 

Asetime converts broken-down time to ASCII and returns 
a 26-character string. 

The include file structure declaration follows: 
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struct tm { 1* see ctime(3) */ 
. int' .. -tm-' see; 
int tm min; 
int tm-hour 
int tm=mday; 
int tm_mon; 
int tm year; 
int tm-wday; 
int tmJday; 
int tm_isdst; 

} ;-

The time is given using the following elements: 

- 24 hour clock 
- day of month, 1-31 days per month 
- month of year, numbered 0-11 
- day of the week, numbered 0-6 
- date of the year, beginning 1900 -
- day of the year j 0-365 

non-zero flag indicates daylight savings 

The program checks the system to determine if time zone 
and/or daylight savings time adjustments are 
appropriate whenever the local time is called for. 
(Adjustments for changes in these conversions in 1974 
and 1975 are included.) 

Timezone returns the time zone, measured in minutes 
westward from Greenwich, associated with its first 
argument. If the second argument is 0, the standard 
name is used. A non-zero flag indicates daylight 
savings time. 

A table is built into the routine. If the required name 
does not appear on this table, the difference from GMT 
is produced. In Afghanistan, for example: 

timezone(-60*4+30), 0) 

would be appropriate because it is eastward of G}IT 
+4:30. The string GMT+4:30 is produced. 

ERRORS 
The return values point to static data whose content is 
overwritten by each call. 

ALSO READ 
time (2) 
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'SUBROUTINE(S) 

c 

fclds·e, fflush - close oi- flush" a stream 

#include <stdio.h> 

fclose{stream) . 
FILE *stream; 

fflush{stream) 
FILE *stream; 

FUNCTION 
Fclose causes any buffers for the named stream to be 
emptied and the file to be closed. Buffers allocated by 
the standard I/O system are freed. This function is 
performed automatically'by calling exit (2). 

Fflush causes any buffered data for the named output 
stream to be written to that file. The stream file 
remains open. 

ERRORS 
These routines return an EOF 
associated with an output file, or 
cannot be transferred to that file. 

ALSO READ 
close (2), fopen (3), setbuf (3) 
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"SUBROUTINE(S) 

C 

feof,' ferror, 
inquiries 

#include <stdio.h> 

feof(stream) 
FILE *stream; 

"ferror(stream) 
FILE *stream 

clearerr(stream) 
FILE *stream 

fileno(streaTll) 
FILE *stream 

clearerr, fileno stre-ant stat;us 

FUNCTION 
The following functions are implemented as macros and 
cannot be redeclared: 

Feof returns a non-zero when an end of file is read on 
the named input stream; otherwise a zero is returried. 

Ferror returns a non-zero when an error occurs whiie 
reading or writing the named stream. Error must be 
cleared by clearerr or the error indication "lasts until 
the stream is closed. A zero is returned if no error 
occurs. 

Fileno returns an integer file descriptor associated 
with stream [see open (2)]. 

ALSO READ 
fopen (3), open (2) 
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floor (3m) 

·SUBROUTINE(S) 

c 

fabs, floor, ceil 
ceiling functions 

double floor(x) 
double X; 

double ceil(x) 
double X; 

double fabs(x) 
double X; 

FUNCTION 

3/22/82 

absolute value 

Fabs returns the absolute value Ixl. 

floor (3m) 

and floor and 

Floor returns the largest integer not greater than x. 

Ceil returns the smallest integer not less than x. 

ALSO READ 
abs (3) 
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'SUBROUTINE(S) 

C 

fopen, freopen, fdopen - open a stream 

Hinclude <stdio.h> 

FILE *fopen(filename, type) 
char *filename, *type; 

FILE freopen(filename, type, stream) 
char *filename, *type; 
FILE *stream; 

FILE *fdopen(fildes, type) 
char *type; 

FUNCTION 
Fopen opens the file specif~ed by "filename" and 
associates it with a stream. It returns a pointer to be 
used to identify the stream in subsequent operations. 

Type is a character containing one of "the following 
values: 

a - append; begin new writing, or begin at end 
of current writing. 

r - open for reading 

w - create for writing 

Freopen substitutes the named file in place of an open 
stream; it returns the original value of stream. The 
original value of stream is closed. This routine may 
also be used to attach preopened constant names 
stdin, stdout, stderr, - to specified files. 

Fdopen associates a stream with a file descriptor 
obtained from creat, dup, open or pipe (see section 2). 
The type of the stream must agree with the mode of the 
open file. 
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If filename cannot be accessed, fopen and freopen 
return the NULL pointer. 

ALSO READ 
open (2), fclose (3) 
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-SUBROUTINE ( S) 

C 

fread, fwrite - buffered binary I/O 

#include <stdio.h> 

fread(ptr, sizeof(*ptr), nitems, stream) 
FILE *stream; 

fwrite(ptr, sizeof(*ptr), nitems, stream) 
FILE *stream; 

DESCRIPTION 
Fread reads nitems of *ptr data from the named input 
stream into a block beginning at ptr. The return is the 
number of items actually read. 

The standard output is line buffered if stream is 
stdin; any partial output line is flushed before any 
call to read (see section 2) to satisfy the fread call. 

Fwrite appends nitems (maximum) of data to the named -
output stream. Data is of the type *ptr beginning at 
ptr. It returns-the actual number of items written. 

DIAGNOSTICS 
A 0 is returned by fread and fwrite upon error or at 
end of file. 

ALSO READ 
read (2)t write (2), fopen (3), getc (3), putc (3)t 
puts (3)t printf (3) and scanf (3). 
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'SUBROUTINE(S) 

C 

f.seek) . ftelJ.::, ·rew-ind - repos'ition a stream 

#include <stdio.h> 

fseek(stream, offset, ptrname) 
FILE *stream; 
long offset; 

long ftell(stream) 
FILE *stream; 

rewind(stream) 

FUNCTION 
Fseek sets the position of the next input or output 
operation on stream. This new position is at the signed 
distance, which is offset bytes from the beginning of 
the file, the current position, or at the end of the 
file, determined by whether ptrname has a value of 0, 1 
or 2. This routine also undoes any effects of the unget 
routine. 

Ftell returns the current value of the offset relative 
to the beginning of the file associated with the named 
stream. This routine provides the only foolproof way to 
obtain an offset for fseek. 

Rewind(stream) = fseek(stream, 01, 0). 

ERRORS 
A -1 is returned by fseek for improper seeks. 

ALSO READ 
Iseek (2), fopen (3) 
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-SUBROUTINE(S) 

C 

getpwent, getpwuid, getpWhllnr;" -setpweht, end-pwent - -get 
password file entry 

#include <pwd.h> 

struct passwd *getpwent() 

struct passwd *getpwuid(uid) 
int uid; 

struct passwd *getpwnam(name) 
char *name; 

int setpwent() 

int endpwent() 

DESCRIPTIONS 
Each of the "get" routines - getpwent, getpwuid and 
getpwnam - each return a pointer to an object with the 
following structure: 

struct passwd 
{ 

char *name 
*passwd, 

unsigned char uid, gid; 
char *person, *dir, *shell; 

} 

Each pointer contains the broken-out fields of a line 
in the password file. 

Two fields, pw_quota and pw_comment, are unused. All 
the other fields have meanings which are described in 
passwd (5). 

Routine Functions: 

getpwent - reads the next line in the file; it 
will open the file, if necessary. 

setpwent - rewinds the file 

endpwent - closes the file 

getpwuid - searches from the beginning of the file 
until a matching user ID is found, or until an end 
of file is encountered. 
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getpwnam - searches from the beginning of the file 
until a matching name Is found, or until an-end 6f 
file is encountered. 

ERRORS 

NOTES 

FILES 

A zero (NULL pointer) is returned upon an error or at 
end of file. 

All information to be saved should be copied since it 
is contained only in a temporary area. 

/etc/passwd 

ALSO READ 
getlogin (3), passwd (5) 

-2-



gets (3s) ·3/22/82 gets (3 s) 

SUBROUTINE(S) 

C 

gets, fgets - get a string from a stream 

#include <stdio.h> 

char *gets(s) 
char *s; 

char *fgets(s, n, stream) 
FILE *stream;. 

FUNCTION 
Gets reads a string into s from the standard input 
stream, stdin. A newline character terminates the 
string. This character is replaced in s by a NULL 
character; gets returns its argument. 

Fgets reads n-1 characters (or up to a newline 
character) from the stream into the s string. A NULL 
character follows the last character read into s; fgets 
returns its first argument. 

ERRORS 

NOTES 

Both gets and fgets return the constant pointer (NULL) 
upon an error or at end of file. 

To maintain backward compatibility, fgets maintains a 
newline, gets deletes a newline. 

ALSO READ 
puts (3), getc (3), scanf (3), fread (3), ferror (3) 
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SUBROUTINE(S) 

C 

perror - system error messages 

perror(s) 
char *s; 

FUNCTION 
Perror displays error messages on the error file. These 
messages describe the last error encountered during a C 
program system call. The s argument string is printed, 
followed by a colon, the message and a newline. The 
argument string defines the name of the program in 
which the error occurred. The message is taken from 
errno (see Introduction to Section 2), which is set 
when errors have occurred but have not been cleared. 

ALSO READ 
Intro (2) 
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SUBROUTINE(S) 

C 

popen, pclose - initiates I/O to/from a process 

# include <stdio.h> 

-FILE *popen(command, type) 
char *command, *type; 

pclose(stream) 
FILE *stream; 

FUNCTION 
The arguments to popen are pointers to null-terminated 
strings. These strings contain: 1) a shell command line 
and 2) an I/O mode, either "r" for reading or "w" for 
writing. A pipe is created between the calling process 
and the command to be executed. The value returned is a 
stream pointer that may be used to write to the 
standard input of the command or to read from its 
standard output. 

Streams opened by popen are closed by pclose. Pclose 
waits for the associated process to terminate, then 
returns the exit status of the command. 

Since open files are shared, the type "r" command can 
be used as an input filter, the type "w" as an output 
filter. 

ERRORS 

NOTES 

Popen returns a 0 (NULL pointer) if the shell cannot be 
accessed, or if files or processes cannot be created. 

Pclose returns -1 if stream is not associated with a 
command opened by popen. 

Filter input may be badly positioned if user attempts 
buffered reading before opening an input filter. 

Similar problems with an output filter may be prevented 
by flushing the buffer, i.e., using fflush. [See fclose 
(3).] 

READ ALSO 
pipe (2), fopen(3), fclose (3), system (3), wait (2) 
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SUBROUTINE(S) 

C 

printf~· fprlntf, spi-intf - formatted output conversion 

# include (stdio.h> 

printf(format [, arg] ••• ) 
char *format; 

fprintf(stream, format [, arg] ••• ) 
FILE *stream; 
char *format; 

sprintf(s, format [, arg ] ••• ) 
char *s, format; 

FUNCTION 
Printf places output on stdout - the standard output 
stream. 

Fprintf places output on stream - the named output. 

Sprintf places output in the s string. This string is 
followed by a "\0" character. 

These functions convert t format and print their 
arguments under the control of the first argument. This 
first argument will be a character string containing 1) 
plain characters that are copied to the output stream t 

and 2) conversion specifications which enable 
conversion and printing of the next printf argument. 

The conversion specifications are introduced by the % 
character. The options listed below may follow this 
character: 

A minus sign (-) specifying left adjustment of the 
converted value in the indicated field. 

A string of digits . specifying field width. 
Converted values with fewer characters than the 
indicated field width may be blank-padded to make 
up the difference, unless the field width begins 
with a 0, in which case it will be zero-padded. 

A period (.) may separate the field width from the 
next string of digits. 

An additional digit string may be added specifying 
a precision t or the number of digits that will 
appear after the decimal point. This is used for -e 
and -f conversions, or to specify the maximum 
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number of characters to be printed from 
[An asterisk (*) may indicate field 
preclslon, in which case an integer 
indicates the field width or precision.] 

printf (3s) 

a string. 
width or 

argument 

A 1 may be specified with d, 0, x, or u to indicate 
correspondence with a long integ-er argument. The 
same thing may be accomplished with a capitalized 
conversion code. 

Any character may be given that specifies the type 
of conversion to be executed. 

The conversion characters are listed and described 
below: 

dox 

f 

e 

Integer arg is converted to decimal, octal or 
hexadecimal notation. 

Float or double arg is converted to 
notation in the following format: 

[-]ddd.ddd 

decimal 

The preclsl0n specification determines the amount 
of "d"s. A precision of 0 results in no digits; 
default is six digits. 

Float or double arg is converted in the following 
forma t: 

[-]d.ddde+dd 

One digit before and one number after the decimal 
point equal the precision specification. By 
default, six digits are produced. 

g 
Float or double arg is printed in one of the 
formats listed above, depending upon which one 
specifies full precision in the least amount of 
space. 
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NOTES 

c 

s 

% 

Characn~ra~g 'printed"; NULL characters are ignored·~ 

Character arg is defined as a character pointer; 
string characters are printed up to a NULL 
character, or if specified, up to pOint indicated 
by the precision specification. 

Only the % is printed; arguments are not converted. 

Small or non-existent fields do not cause truncation. 
Fields are padded when the specified field exceeds the 
actual width. 

Fields larger than 128 characters will fail. 

Putc (3) prints the characters generated by printf. 

ALSO READ 
putc (3), scanf (3), ecvt (3) 
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PROGRAM(S) 

C 

puts, putehar, fputc, putw - put character or word on a 
stream 

Hinclude <stdio.h> 

int putc(c, stream) 
char c; 
FILE *stream; 

putchar(c) 

fputc(c, stream) 
FILE *streaJD.; 

putw(w stream) 
FILE *stream; 

FUNCTIONS 
Putc appends c (character) to stream, the named output; 
it returns the character written. 

Putchar(c) is the same as putc(c, stdout). 

Fputc acts the same as putc but is- a function rather 
than a macro. It can be used to save object text. 

Putw appends w (word) to output stream and returns the 
word written. It does not assume or cause special 
alignment in the file. 

Stdout (standard stream) is only buffered if the output 
refers to something other than a terminal (default). 
Setbuf (3) changes the default. 

Stderr (also a standard stream) is unbuffered 
unconditionally (default). Freopen [see fopen (3)] 
causes it to become buffered; again, setbuf changes the 
default. 

Unbuffered output streams appear on the destination 
file or terminal as soon as they are written. Buffered 
output streams save up characters and write them as a 
block. Blocks may be forced out prematurely with fflush 
[see fclose (3)]. 

ERRORS 
These functions return the end of file constant upon 
error. 
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Ferror (3) should be used to detect putw errors. 

Errors may occur some time after the initial call to 
putc. 

Since putc is implemented as a macro, it treats a 
stream argument improperly. Specifically, 

putc(c, *f-H-)j 

does not work sensibly. 

ALSO READ 
fopen (3), fclose (3), getc (3), puts (3), printf (3), 
fread (3) 
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SUBROUTINE(S) 

c 

puts, fputs - put a string on a stream 

#include <stdio.h> 

puts(s) 
char *s; 

fputs(s, stream) 
char *s; 
FILE *stream; 

FUNCTION 

NOTES 

Puts copies s (null-terminated string) to stdout, the 
standard output stream. It also appends a newline 
character. 

Fputs copies s to the named output, stream. 

Neither of these routines copies the terminal NULL 
character. 

To maintain backward compatibility, puts appends a 
newline, fputs does not. 

ALSO READ 
fopen (3), gets (3), putc (3), printf (3), ferror (3), 
fwrite in fread (3) 
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SUBROUTINE(S) 

C 

scanf, fseanf, sBeanf - formatted input conversion 

#include <stdio.h> 

scanf(format [" pointer] ••• ) 
char *format; 

fseanf(stream, fo~at [, pointer] ••• ) 
FILE *streamj 
char *formatj 

sscanf(s, format [, pointer] ••• ) 
char *s *format o , , ' 

FUNCTION 
Scanf reads from stdin, the standard input stream. 

Fscanf reads from the named input, stream. 

Sscanf reads from the s character string. 

Each of these functions read and interpret characters 
according to a format, then store the results in its 
argument 0 A control string format and a set of -pointer 
arguments indicating where the converted input is 
stored are arguments expected by these routines. These 
are described below. 

Blanks, tabs or newlines, which match optional 
white space in the input. 

Any ordinary character besides % that must match 
the next character of the input stream. 

Optional conversion specifications, which consist 
of an assignment suppressing character (*), maximum 
field width number, a conversion character and the 
% character. 

The control string usually contains conversion 
specifications that direct interpretation of the next 
input field. Unless assignment suppression was 
indicated (u~ing the * character), the result is placed 
in the variable pointed to by the corresponding 
argument. 

An input field is a string of non-space characters. The 
field extends to the next inappropriate character, or 
until the field width (if specified) is exhausted. 
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The itrterpre-t'atioll -0-£ -the -'input field ',is irrdiGated ~by 

the conversion character. Corresponding pointer 
arguments are usually of a restricted type. A list and 
description of legal conversion characters follows: 

% 

d 

o 

x 

A single percent 
assignment is done. 

sign (%) is expected. No 

Decimal integer is expected. Corresponding argument 
should be integer pointer. 

Octal integer expect~d. Corresponding 
should be integer pointer. 

argument 

Hexadecimal integer expected. 
argument should be integer pointer. 

Corresponding 

s 

c 

Character string expected. Corresponding argument 
should be a character pointer pointing to an array 
of characters. Array must be large enough to accept 
string and terminating "\0" character that will be 
added. A space character or newline terminates the 
input field. 

Character ex~ected. Corresponding argument should 
be a character pointer. The ndrmal skip-over-space 
characters are suppressed. Use "%ls" to read the 
next non-space character. 

Corresponding argument should refer to a character 
array and indicate number of characters read if a 
field width is given. 

e, f 
Floating point number is expected. Next field is 
converted and stored through the corresponding 
argument which should be a pointer to a float. 

The format for floating point numbers is an 
optionally signed string of-digits that may contain 
a decimal point followed by an optional exponent 
field consisting of E (or e), followed by an 
optionally signed integer. 
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. Left, br-acketindiea-tes a s'tring not to be delimited 
by space characters. The string is defined by 
characters followed by a right bracket. A A as the 
first character after the left bracket defines the 
input field as all characters in the set of 
characters following the A sign. Absence of this 
sign means the input field is all the characters 
within the brackets. Corresponding argument must 
point to a character array. 

The conversion characters d, 0 ~nd x may be either 
capitalized or preceded by an 1 to indicate that a­
pointer to long rather than int is in the argument 
list. If these are preceded by h, indicates a pOinter 
to short rather than int. 

The e and f conversion characters 
capitalized or preceded by 1 to indicate a 
double rather than float. 

may also 
pointer 

be 
to 

Scanf returns the number of input items successfully 
matched and assigned. This may also be used to decide 
how many items were actually found. The constant end of 
file is returned upon end of input. This is different 
from 0, which may be interpreted to mean no conversion 
was done. If conversion was intended, it was frustrated 
by an inappropriate character in the input. As an 
example: 

int i; float x; char name[50]; 
scanf("%d%f%s", &i, &x, name); 

with the input 

25 54.32E-l McCleary 

assigns to i the value 25, x the value 5.432. Name 
contains "mccleary\O". Another example: 

int i; float X; char name[50]; 
scanf("%2d%f%*d%[1234567890]", &i, &x, name 

with the input 

56789 0123 56a72 

assigns 56 to i, 789.0 to x, skips "0123" and places 
the string "56\0" in name. The next call to getchar 
will return "a". 
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ERRORS 

NOTES 

The success of matches' and' sUI>pr-escs-ed a-ssi.gnments can 
be determined only indirectly. 

In cases of missing or illegal data, scanf -returns an 
en~ of file on end of input. 

ALSO READ 
atof (3), getc (3), printf (3) 
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SUBROUTINE(S) 

C 

setbuf - assign buff~ring to a stre~~ 

#include <stdio.h> 

setbuf(stream, buf) 
FILE *stream; 
char *buf; 

FUNCTION 
Setbuf is used after a stream is opened, but before it 
is read or written to cause the buf character array to 
be used instead of an automaticalIy allocated buffer. 

If buf is NULL (constant pointer), I/O is completely 
unbuffered. 

Size of array is determined by a the constant, BUFSIZ. 
An example: 

char buf[BUFSIZ]; 

A buffer is obtained from alloc (3) upon the first getc 
or putc on the file. One exception is when the standard 
output is directed to a terminal, in which case it is 
line buffered. Normally, output streams directed to 
terminals and stderr (standard error stream) are not 
buffered. 

When standard output is line buffered, it is flushed by 
read (2) each time data is read from the standard 
input. 

ERRORS 
By default, the standard error stream should be line 
buffered. 

ALSO READ 
fopen (3), getc (3), putc (3), alloc (3) 
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SUBROUTINES 

C 

stdio -standard buffered" I/O package _, 

#include <stdio.h> 

FILE *stdinjo 
FILE *stdout; 
FILE *stderrj" 

FUNCTION 
This section describes two levels of buffered 
input/outpui utilities: 1) in-line macro~ designated by 
(3), and 2) higher level standard I/O utilities 
~esignated by (3s) or (3m). 

The in-line macros, getc and putc handle characters 
quickly. 

Routines such as gets, fgets, printf, fprintf, fwrite, 
fread, puts and scanf and fscanf use the in-line 
macros; both levels may be freely intermixed. 

Files with this type of associated buffering are called 
streams and are declared to be a pointer to a defined 
type FILE. Fopen (3) has the ability to create 
descrip~ive data for streams. It returns a pointer to 
designate the stream in all further transactions. 
Normally, there are three open streams with constant 
pointers declared in the include file associated with a 
standard open file: 

stdin - standard input file 
stdout - standard output file 
stderr - standard error file 

A constant "pointer" (NULL 0) designates no stream. 

An integer constant (end .of 'file, or EOF -1) is 
returned upon error by any integer functions that deal 
with streams or upon end of file. 

Routines that use the I/O package must have the header 
file with the pertinent macro definitions «stdio.h». 
The include file declares all functions and constants 
described in the sections designated by (3s); they need 
no further declaration. 
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The following constants and functions are used as 
macros: 

feof ferror fileno getc getchar putc 

It is dangerous to redeclare these names. 

ERRORS 
The EOF value is consistently returned, indicating that 
a FILE pointer has not been initialized with fopen. 
This means that input or output has been attempted on 
an output or input stream, or that a FILE pointer 
designates corrupt FILE data. 

This use of the standard library has been changed to 
line buffer output to a terminal by default. It 
attempts to flush the output whenever a read (see 
Section 2) from the standard input is necessary. In 
most cases, this makes the utility more efficient. The 
actions themselves should be transparent unless it is 
used with programs which use standard I/O routines and 
read (2) to read from the standard input. 

When large amounts of computation are done 
outputting part of a line to a terminal, 
necessary to fflush (3) the standard output 
continuing on so that the output appears. 

ALSO READ 
close (2), open (2), read (2), write (2) 
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SUBROUTINE(S) 

C 

system - issue a shell command 

system(string) 
char *string; 

FUNCTION 
System causes string to be given to sh (see shell -
Section 1) as input just as if the string had been 
typed as a command at a terminal. Current process wait~ 
until the shell has completed then returns the exit 
status of the shell. 

ERRORS 
An exit status of 127 means the shell could not be 
executed. 

ALSO READ 
popen (3), exec (2), wait (2) 
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SUBROUTINE(S) 

C 

ttyname, isatty, ttyslot ... find name of a terminal 

char *ttyname(fildes) 

isatty(fildes) 

ttyslot() 

FUNCTION 
Ttyname returns a pointer. to the null-terminated path 
name of the terminal associated with fildes, the file 
descriptor. 

Isatty returns a 1 if the file descriptor is associated 
with a terminal; a 0 is returned if it isn't. 

Ttyslot returns the number of the entry in the ttys 
file (see Section 5) for the control terminal of the 
current process. 

ERRORS 

NOTES 

FILES 

Ttyname returns a 0 (NULL pointer) if the file 
descriptor does not describe a terminal that exists in 
the "/dev" directory. 

Ttyslot returns a 
inaccessible, or if 
terminal. 

o if the "/etc/ttys" directory is 
it can't determine the control 

Return values point to static data whose content is 
overwritten by each call. 

/dev/* 
/etc/ttys 

ALSO READ 
??ioctl (2), ttys (5) 
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SUBROUTINE(S) 

C 

ttyname, isatty, ttyslot - find name of a terminal 

char *ttyname(fildes) 

isatty(fildes) 

ttyslot() 

FUNCTION 
Ttyname returns a pointer to the null-terminated path 
name of the terminal associated with fildes, the file 
descriptor. 

Isatty returns a 1 if the file descriptor is associated 
with a terminal; a 0 is returned if it isn't. 

Ttyslot returns the number of the entry in the ttys 
file (see Section 5) for the control" terminal of the 
current process. 

ERRORS 

NOTES 

FILES 

Ttyname returns a 0 (NULL pointer) if the file 
descriptor does not describe a terminal that exists in 
the "/dev" directory. 

Ttyslot retur~s a 
in'access"ible " or if 
terminal. 

Q if~the""j.etc/ttys" directory is 
it can't determine the control 

Return values point to static data whose content is 
overwritten by each call. 

/dev/* 
/etc/ttys 

ALSO READ 
stty (2), ttys (5) 
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cables 
network 

DESCRIPTION 

5/10/83 cables (4) 

cables for modems, terminals, printers, and the 

This document tells you how to build cables to con~ect the 
Decision to various devices. The presen,tation is rather 
technical. If you don't want to build one of these cables 
yourself, you may purchase it from y,?ur d~aler or from 
Morrow, or y~ur dealer may be able to build it for you from 
these specifications. 

The first three serial ports on the, Decision use the 
Wunderbus I/O motherboard, which (unlike the MULTI 0 
expansion board) has no prov1s10ns for configuring the 
RS-232 connections via jumpers. Thus the cables must do this 
configuration internally. Also, the Wunderbus has an artwork 
error which assigns pin 5 as Carrier-Detect (RLSD) and pin 8 
as Clear-to-Send (CTS). The cables detailed below take this 
into account. 

Four serial cables and two parallel cables ~re discussed: 

1. Decision to serial printer or terminal 
2. Decision to Decision (network) 
3. Decision to modem 
4. MULTIO to modem 

5. Decision to Centronics-compatible parallel 
printer 

6. Decision to Diablo-compatible parallel printer 

In general, the serial cables require two DB-25P male 
connectors (ITT Cannon or AMP) with shielded shells on both 
ends, and should be made with 22 ~guage .. shielded wire. The 
RS-232 standard specifies a maximum length of 25 feet 
(although much longer cables have been known to work). The 
parallel cables can be made with 50 conductor flat cable. 
They both have a 50 pin female flat cable connector (Ansley 
609-5000M)~ on the computer end. Cable 6 has the same 
connector on the the printer end, while cable 5 uses a 36 
pin female ribbon connector (Amphenol 57-40360). 
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DECISION TO SERIAL PRINTER OR TERMINAL 
The 'cable required to comunicate with a terminal or printer 
can be constructed so that it will work with both the 
Decision and the, MULTIO board. This assumes that the 
hardware handshaking on the printer is via pin 20. (Most 
printers support this. One exception is the NEe Spinwriter, 
which uses 'pin 19 instead.) 

The Decision's serial ports cannot be jumpered. On the 
MULTI 0 , the appropriate serial port should be jumpered as 
follows: 

I 
I ABC D _ E G 
I I -I II' I I 
I -H I J K L N 
J 

The cable requires 22 guage shielded 8 conductor wire. The 
pinout for both the MULTIO and the Decision is the same: 

---------------------------

1 

I 
I 
1 

DECISION 
DB-25P connector 

2 3 7 568 20 
I I I \1/ I 
I I I I /1\ 
2 3 7 20 568 

DB-25P connector 
PRINTER or TERMINAL 

-------------------~-------

Note: For most terminals, only pins 2, 3, and 7 need be 
connected. The cable descr~bed here has the advantages of 
working interchangablly with printers and terminals, and of 
higher rel~ability at high baud rates. 
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NETWORK 
The Micronix network uses the serial ports on the Decision 
or the MULTIO. Since the first priority in designing this 
network was low cost, a simple unshielded 3. conductor cable 
is specified. (The network does extensive error checking, so 
noise on the cable will only slow it down.) The MULTIO 
should be jumpered as for #1 above. The cable should be 
constructed as follows: 

Decision or MULTIO 

DB-25P 
2 
I 
3 

DB-25P 

connector 
3 7 
I I 
2 7 
connector 

Decision or MULTIO 

DECISION TO MODEM 
This requires 22 guage shielded 8 conductor wire: 

1 
I 
1 

DECISION 
DB-25P connector 

23567 
I I I I I 
3 2 8 6 7 

'8 20 
I I 
5 20 

DB-25P connector 
MODEM 
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MULTIO TO MODEM 
(Note: this discussion assumes that the serial ports on the 
MULTIO have been brought out to female D connectors on the 
back of' the computer with special c~bles installed at the 
factory. If this has not beeD, done, you can order these 
"MULTIO serial cables" from Morrow.) 

Jumper the appropriate MULTIO serial port for modem 
commun~cations as follows: 

A C D E F G H 
I I I I I I I 
B J K L M N I 

The cable from the computer to the modem requires 22 guage 
shielded 8 conductor wire: 

---------------------------
to MULTIO I 

DB-25P connector I 
I 

1 2 3 5 6 7 8 20 I 
I I I I I I I I I 
1 2 3 5 6 7 8 20 I 

I 
DB-25P connector I 

MODEM I 
---------------------------
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DECISION TO PARALLEL CENTRONICS 
This cable also works with the MULTIO expansion board, since 
its parallel port is identical with the Decision's. This is 
the most complex cable. It is available by special order 
from Morrow. Its pinout is: 

. . ------------------------------------------------------
I DECISION 
I 50 pin flat cable connector 
I 
I 2 3 12 13 21 24 26 27 28 33 36 37 39 40 42 43 45 
I I I I I I I I I I I I I I I I I I 
I 16 12 32 31 1 36 10 11 13 5 3 2 4 6 7 8 9 
I 
I 36 pin female ribbon connector 

. I CENTRONICS-COMPATIBLE PRINTER 

or, sorted the other way: 

DECISION 
50 pin flat cable connector 

21 37 36 39 33 40 42 43 45 26 27 3 28 2 13 12 24 
I I I I I I I I I I I. I ,. I I I I 
1 2 3 4 5 6 7 8 9 10 11 12 13 16 31 32 36 

36 pin female ribbon connector 
CENTRONICS-COMPATIBLE PRINTER 

DECISION TO PARALLEL DIABLO 
This cable also works-with the MULTIO expansion board, since 
its parallel port is identical with the Decision's. All you 
need is a simple straight-through 50 conductor cable with 
50-pin flat cable female connectors on both ends. It is the 
same cable that Morrow uses for its disk drives. If you need 
to build the cable, only 17 conductors are actually needed: 

DECISION 
50 pin flat cable connector 

2 3 12 13 21 24 26 27 28 33 36 37 39 40 42 43 45 
I 1 I I I I I I I I I I I II I I 
2 3 12 13 21 24 26 27 28 33 36 37 39 40 42 43 45 

50 pin flat cable connector 
DIABLO-COMPATIBLE PRINTER 

------------------------------------------------------
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NAME 

9/27/82 

djdma - Morrow Designs Disk Jockey Direct 
Memory Access floppy disk controller 

djdma (4) 

DESCRIPTION 
The Morrow Designs DJDMA is an 8-100 floppy disk drive 
controller. This document describes the Micronix driver 
for the DJDMA. All access to the DJDMA is handled by 
the driver. 

The DJDMA provides access to up to eight 8 inch and/or 
5 1/4 inch floppy disk drives (limited to four of each 
type). At present, there may be only one controller 
board per system. 

Currently, only IBM format 8" floppies and 10 hole, 
hard sectored 5 1/4" floppies are supported. 

Diskettes used with Micronix must be formatted. 

The following formats are supported. They are listed 
with the number of blocks per disk (a block is 512 
bytes). 

'8" , - 128 byte sectors, single-sided, 487 blocks 
8" , . 128 byte sectors, double-sided, 975 blocks 
8" , 256 byte sectors, single-sided, 975 blocks 
8" , 256 byte sectors, double-sided, 1950 blocks 

-8" , 512 byte sectors, single-sided, 1125 blocks 
8" , 512 byte sectors, double-sided, 2250 blocks 
8" , 1024 byte sectors, single-sided, 1200 blocks 
8" , 1024 byte sectors, double-sided, ~400 blocks 

5 1/4", 256 byte sectors, single-sided, 35 track, 
5 1/4", 512 byte sectors, single-sided, 35 track, 
5 1/4", 512 byte sectors, double-sided, 35 track, 

5 1/4", 512 byte sectors, single-sided, 40 track, 
5 1/4" , 512 byte sectors, double-sided, 40 track, 

5 1/4", 512 byte sectors, single-sided, 80 track, 
5 1/4", 512 byte sectors, double-sided, 80 track, 

Note that because of reserved tracks (usually the first 
two), the available space is reduced slightly. 

All 8 inch formats are standard 77 track. 

While you gain approximately 7% in additional capacity 
with 1024 byte sectors on an 8 inch floppy diskette, 
the loss in transfer speed is considerable. 
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The optimum choice for Micronix floppy diskettes is 
512-bytes, single or double sided,' unless space 
considerations dictate otherwise. 

The other formats 
compatibility. 

are included for backward 

Alternate sectoring is optional and available by 
selecting the appropriate minor device number from the 
table below. 

Bit 4 of ,the minor device number selects alternate 
sectoring'. 

(Alternate ,sectoring is recommended because it doubles 
the reading speed, but does not make much difference in 
writing speed.) 

Note that alternate and non-alternate sectored media 
are incompatible (i.e., the sectors appear scrambled). 
The far utility (see Section 1) can read a CP/M 
formatted diskette under either alternate or straight 
sectoring, however. 

The sector arrangement schemes fall into classes for 
even and-odd sector per track values. 

The sectors are numbered 

0,2,4,6,8,10,12,14,1,3,5,7,9,11,13,15 

for a 15 sector per track disk (for instance). 

and 

0, 2, 4, 6, 1, 3, 5, 7 

for an~ sector per track disk. 

The major and minor device numbers listed below are 
used in conjunction with the mknod program. 

See mknod in section 1 of the Micronix reference 
manual. 

The major device number corresponding to the DJDMA is 
currently 2. 

The minor device numbers have the following meanings: 
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minor meaning 

0 8" - drive 0 
1 8" - drive 1 
2 8" - drive 2 
3 8" - drive 3 

4 5 1/4" - drive 0 
5 5 1/4" - drive 1 
6 5 1/4" - drive 2 
7 5 1/4" - drive 3 

8 8" - drive o with alternate sectoring 
9 8" - drive 1 with alternate sectoring 

10 8" - drive 2 with alternate sectoring 
11 8" - drive 3 with alternate sectoring 

12, 5 1/4" - drive o with alternate sectoring 
13 5 1/4" - drive, 1 with alternate ,sectoring 
14 5 1/4" - drive 2 wit:h alternate sectoring 
15 5 1/4" - drive 3 with alternate sectoring 

Note that there are 96-trac.k !> 1/4" drives and 48-track 
5 1/4" drives. For example, if you have only 48 track 
drives, you cannot read 96-track diskettes. 

There are five different sets ,of delay constants 
available for stepping delay and head set~le delay. The 
delay numbers for step time and head settle time were 
taken from real-world drive descriptions 'and are 
intended to be appropriate for the drive types listed 
below. 

If you are using a drive not listeg below, you should 
select the one$ most closely suited to the types of 
drives you are using. 

Refer to the following table: 

seek settle minor type 

8 8 0 SA 800 (8" drives) 
3 15 16 SA 850 

5 15 0 Tandon 
20 20 16 SA 200 (5 1/4" drives) 
40 10 32 SA 400 
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The column entitled "seek" gives the seek time in 
milliseconds per track. "settle" is the disk drive head 
settle time in milliseconds. "minor" is the minor 
device addend, and "type" gives manuf.acturers drive 
types. "SA" stands for Shugart Associates. 

To select apart·i.cular drive type. add in the value 
listed in the "mi,;nor" column of this table. 

If you are fam.iliar with binary notatio,n, the drive 
type is encoded in bits 4 and 5 of, the minor device 
number. 

EXAMPLES 

For a SA800 drive "~" with alternating sectoring the 
minor device number would be 8. 

For a SA850 drive "A",with alternC;l,ting sectoring the 
minor device number would be 24. 

For a SA200 drive "A" with ~lternating sectoring. the 
minor device number would be 28. 

To create an' appropriate spe'cial file for an SA200 (5 
1/4" drive), the command would be: 

mknod /dev/mfa ·b 2 28 

SEE ALSO 
mknod (1), fa r (1) 

Disk Jockey / Direct Memory Access Floppy Disk 
Controller Technical Manual 
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NAME 
djmem 

- Morrow Designs DJDMAfloppy controller memory ,device 

DESCRIPTION 
The djmem device provides access to the memory internal 
to the DJDMA floppy' controller and to the funcions 
"sense status" and "execute controller routine". The 
djdma memory device was. originally implemented to allow 
floppy diskette fo~atting under Mlcronix. It is 
conceivable that it may be put to other uses. 

The djdma memory device driver ignores the minor device 
number. That is to say you may access only on djdma 
controller and there is only one way to access it. 

The djdma and djmem drivers are mutually exclusive. If 
you attempt to use one while the other is in use you 
will get the 'error return "File or Device Busy". 

A read on the djmem device transfers data from the 
djdma contoller's memory ito the user's memory. 

A write transfers from user memory to controler memory. 

Seek may be used to position the 
controller memory. 

pointer into 

The only 
inclusive 
manual. 

safe locations to write are Oxl030 to Ox127f 
according to the djdma tech. reference 

Note that the "Ox" preceding the preceding numbers 
indicates base 16. 

At most 1024 bytes 
read/write call. 
argument" error. 

may be transferred in a single 
Larger byte counts cause an "invalid 

So_ far the implementation has been very 
straightforward. 

In order to pull off formatting a couple extra extended 
features are needed. These are implemented via the 
system calls stty() and gtty(). 

Gtty on the device caused a "sense status" command to 
be performed and the results returned. 

Stty causes an "execute controller memory" command to 
be performed. 

Gtty returns 4 bytes of meaningful status. Stty returns 
one byte of status. 

-1-



djmem (4) 4/18/82 'djmem (4) 

Gtty and Stty are called by passing a pointer to a 
6-byte structure in user memory. The user process ,fills 
out the first 2 bytes of memory, Gtty or Stty fill out 
the remaining 4 bytes. 

For gtty the first 2 byte word represents the device 
number on which to perform the status operation. 

For stty the first 2 byte quantity is the address in 
conroller memory to execute. 

The user familiar with C will find the following 
structure declarations illuminating. Note that these 
declarations are available in /include/dj.h. 

struct djstat 
{ 
int drive; 
char status [4]; 
} ; 

struct djexec 
{ 
char *address; 
char status [4]; 
} ; 

For gtty the drives are numbered as follows: 

There are 8 possible drives. Four 5 inch and four 8 
inch. 

The 8 inch drives are numbered 0-3. The 5 inch drives 
are numbered 4-7. 

The meanings of the 4 status bytes returned are 
described in the djdma technical reference manual. 

The single status byte returned by the stty call has 
whatever meaning the controller routine called ascribes 
to it. 

Note that the stty call is potentially dangerous. It is 
easily capable of dropping the whole system because 
through it you can do anything the conroller can do, 
which includes reading or writing any portion of 
memory. 

This is also a security breach. 

It is recommended then that the file /dev/djmem be 
highly restricted and write locked. 
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SEE ALSO 
djdma(4), formatdj(l) intro(2), chmod(l), Is(l) DJDMA 
Techincal Reference Manual. 

-3-



hdca (4) 8/6/82 hdca (4) 

DEVICE 
HDCA - Morrow Designs' Winchester disk controlle~ 

FUNCTION 
The HDCA controls up to four 8 inch Winchester disk 
drives. Micronix currently supports 3 drive sizes: 

m10 10 megabytes 
m20 20 megabytes 
m26 26 megabytes 

The device names (in the /dev directory) for these 
disks depend on their position on the HDCA daisy-chain. 
Drive A is called "hda", drive B is called "hdb", etc. 
The major/minor device numbers are: 

1/0 hda 1/1 hdb 1/2 hdc· 1/3 hdd 

Unlike the HDDMA drives, Micronix can automatically 
detect the size of the HDCA drives, so there is no need 
to indicate the drive size in the device name or 
number. 

Micronix does not support a disk formatting program, so 
each drive must be ,formatted under CP/M. A sector skew 
of 6 is recommended, but is not critical. Since these 
drives are soft-sectored, there is npcompatibility 
problem with different skews. 
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DEVICE 
HDDMA - Morrow Designs' dma hard disk controller 

FUNCTION 
The HDDMA ~ontrols up to four S 1/4 inch Winchester 
disk drives. Micronixcurrently supports 3 drive sizes: 

mS S megabytes 
ml0 10 megabytes 
m16 16 megabytes 

The device names (in the /dev directory) for these' 
disks depend on their position on the HDDMA 
daisy-chain. An mS attached as drive' A is called·"mSa", 
an m16 attached as drive D is called "in16d", et'c. The 
major /minor device numbers' are as follows: 

3/0, m5a 
3/1 m5b 
3/2 m5c 
3/3 m5d 

3/4 ml0a 
3/5 ml0b' 
3/6 mldc 
3/7mlOd 

3/8 m16a 
3/9 m16b 
3/10 m16c 
3/11 m16d 

Micronix does not support a disk formatting program, so 
each drive inust be formatted under CP/M. A sect'or skew 
of 6 is recommended, but is not critical. Since these 
drives are soft-sectored, there is 116 compatibility 
problem with different skews. 

If you ever have to explore the surface of one of these 
drives without the intervention of Micronix, you should 
know that Micronix logically "rolls" the tracks by 
(number of tracks) / 2. Thus on an mS, which has IS3 
tracks, logical track 0 is physical track 76. The 
reason for this is that most Micronix systems have only 
one hard disk, which must serve as both the root device 
and the swap device. When Micronix sees that rootdev -­
'swapdev, it uses the space above the file system as 
swap space. Thus, the logical disk looks like: 

ilist file space swap space 

1-------1-----------------------------1------------1 
while the physical disk looks like: 

file space swap space ilist file space 

------------1------------1-------1-----------------
In a busy system, the disk heads spend most of their 
time over the swap space and the ilist, so this gives a 
performance advantage. 
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NAME 
io - zao I/O space device 

DESCRIPTION 
Under a multi-user operating system, it is not 
acceptable to allow user programs to ~xecute certain 
instructions in an unregulated way. The Z80 
instructions "in" and "out" fall into this category. It 
is, however, desirable to be able to perform these 
operations in special circumstances. 

The "io" device allows users to access the,Z80 I/O 
ports through the file system. Reading from the device 
causes the results of "in" inst,ructions to be 
transferred to the'user's memory space. 

Writing to the device causes "out" instructions to be 
executed using the data in the user's memory space. 

Seeking on the device sets the I/O address for 
subsequent reading/~nputting or writing/outputting. 

There are two classes of I/O device. One allows access 
to all of I/O space. The other allows access only to a 
single port. 

Note that it would be 
system through this 
recommended that the 
protected, perhaps mode 

Examples are in order: 

extremely easy to 
avenue, and it is 
"/dev/io" file be 
o and owned by root. 

To input a value from port 10: 

f = open (II/dev/io", 0); 

seek (f, 10, 0); 

read (f, &data, 1); 

crash the 
therefore 

heavily 

The operation of the I/O device is dependent on the 
minor device number of the special file associated with 
it. 

All 256 possible minor device numbers (0 
meaning. 

255) have 

When accessed through minor device zero, it is possible 
to select which I/O ports you access. This is the 
meaning of a seek on the io device file. For example, 
seeking to location 87 will cause subsequent reads and 
writes to the file to be interpreted as references to 
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10 port 87. 

Unlike other devices, the file offset does not progress 
with reads and writes. It may only be changed by 
seeking. It was thought that this arrangement was more 
in th~ spirit of I/O space accesses than the more 
Micronix-like alternative. 

Non-zero minor device numbers limit access to that one 
I/O port whose address is the same as the minor device 
number. It is therefore possible to have I/O space 
select~vely protected, while giving any user access to 
some certain' port. 

For example, if you wanted to allow free access to 
ports 77 and 78 by any user on the system, you would 
issue the following commands: 

mknod /dev/?-'o77 c "3 77 

mknod /dev/i078 c 3 77 

chmod a=rwx /dev/io77 /dev/i078 

If the minor device number is not zero, seeks are 
simply ignored. 

FILES 
/dev/io - the device file 
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DEVICE 
mem - core memory device 

DESCRIPTION 
This device reads and writes kernel memory (addresses 0 
to FFFF). One must be exceed'ingly careful in protecting 
this device, since there are several hardware registers 
in this address range that will crash the system upon 
being read. 
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NAME . 

multio - Morrow Designs MULT/IO board interface 

DESCRIPTION 
The Micronix MULT/IO,interface supports all features of 
the MULT/IO and Wunderbuss I/O boards. It will run 
unchanged in rack mount or table top models of the 
Decision I. 

Serial ports and both Diablo and Centronics style 
parallel parallel protocols are supported. A cable 
adapter (available from Morrow Designs) is required to 
use the. MULT/IO with· a Centronics style parallel 
interface. 

The MULT/IO board has three ACEs (Asyncronous 
Communication Elements) and 1 parallel port for I/O 
device connection. The ACEs communicate via standard 
RS232 serial interface. The parallel port is a standard 
Diablo (50-pin daisy-wheel) interface. 

Each MULT/IO board must have its I/O port addresses set 
by means of switches on the circuit board. For proper 
operation, the base I/O address must be 48 (hex) for 
the first MULT/IO board. 

In a Micronix system in which there are possibly many 
MULT/IO boards, the boards form a series. In the 
Decision I Table Top model, the Wunderbuss I/O 
motherboard functions as the first of the series. 
Micronix expects to find the Mult/IO boards (or 
Wunderbuss) as I/O (hex) locations 48, 58, 68, 78. The 
current incarnation of the Micronix Mult I/O drivers 
supports at most 4 Mult I/O boards (or 1 Wunderbus I/O 
and 3 Mult I/O boards). 

In the following we talk about "minor device numbers". 

Use_"mknod" to create a new special file with a 
particular minor device number. 

Use "Is -1" to view the minor device numbers of 
existing files. 

Minor device numbers 0-3 refer to the Mult/IO board 
addresses at I/O location 48 hex. 

Minor device numbers 4-7 refer to the Mult/IO board 
addresses at location 58 hex, and so on with 68, 78. 

The first minor device number of each group of four 
refers to the parallel printer on that board. Minor 
device numbers 0, 4, 8, etc. refer to parallel 
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printers. 

If the 16's bit is set in the minor device .number, then 
the port will be treated asa Centronics rather than 
Diablo parallel interface. Minor device numbers 16, 20, 
24, and 28 refer to Centronics 'parallel ports on the 
four MULT/IO boards. 

You may mix Diablo and Centronics style parallel 
interfaces in the same system. It is possible to run 
Centronics interface printer(s) and Diablo interface 
printer(s) concurrently. 

Sending data to the Mult I/O is fairly straightforward 
except for the case of the Diablo parallel interface. 

Here the parallel data' path is wider than one byte. In 
order to pass data to the driver through a byte stream, 
a special format was developed. 

A conversion filter is provided which is capable of 
encoding an ordinary text file into a form suitable for 
the driver. 

Bytes sent to the parallel printer device have the 
following format: 

Each byte is stand-alone and has a meaning all by 
itself. 

Bit-O is the least significant bit and bit-7 is the 
most significant bit in this discussion. 

There are two types of information one can send to 
the printer, motion commands and print commands. 

If bit-7 is clear, the the byte is taken to mean a 
character to be printed. Otherwise, if bit-7 is set, 
the byte indicates a motion command. 

If bit-6 is set, the byte indicates vertical motion. 

If bit-5 is set, the byte indicates backwards motion 
(up or left). 

Bits 0 - 4 (the low order 5 bits) are taken to be 
the magnitude of motion desired. 

The unit of motion is 1/120" for horizontal motion and 
1/48" for vertical motion. 

If you want to move farther than 31 increments, you 
must send a series of motion bytes. 
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These are accumulated and optimized L then sent all at -
once. 

Note that this scheme allows elaborate high-level 
interface. Even several different interfaces, each with 
its own set of escape sequences or what have you, all 
translate to common Mu1t/IO parallel printer motion and 
print byte formats. 

SEE ALSO 
diablo (1)- - Diablo parallel high level conversion. 

tty (4) - ~scription the tty interface. 

mknod (1) - Make a new special file. 

Is (1) 
numbers). 

List files (including major/minor device 
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network - the Miconix network 

DESCRIPTION 
Micronix allows any number of Decisions to be interconnected in any 
pattern with simple. low cost hardware. Files can be copied from any 
source to any destination on the network (see cp in section 1). and 
any user may send mail to any other user (see mail in section 1). 
This is all done with ordinary serial I/O ports and 3-conductor 
unshielded cables. Error checking is extensive. so that ca,bles may be 
cut and patched, and machines may be crashed and restarted. all with 
good assurance that all files will arrive intact. There is a penalty 
for this generality and low cost. however. The transfer rate is slow 
(about 40-50 bytes per second). But since all network activity is in 
the background, users need not wait idly for file transfers to 
finish. 

Two-machine network 
Let's begin by describing the simplest network: two machines with one 
cable between them. First, you muSt choose names for the two 
machines. These names are arbitrary; the only requirement is that 
each machine on the network must have a unique name. The names should 
also be short and easy to type. In this case, let's call them "sales" 
and "doc". 

Next, you must buy or build a cable long enough to connect them. (See 
cables in section 4.) Then you must choose a free serial port on each 
machine (see ports in section 4). Let's"say that you have choosen 
ttyD on doc, and ttyF,on sales. The cable can be plugged in at this 
point -- either end to either machine. 

Now you must edit three files on each machine. These files are: 

/etc/ttys 
/etc/netmap 
/etc/rc 

The /etc/ttys file tells which 10 ports on the local machine are 
connected to the network. The /etc/netmap file gives the layout of 
the network. The /etc/rc file contains commands that are run every 
time the system goes multi-user. In this case, we will insert a 
command to start the "network daemon" (the background process that 
runs the network). 

Miconix comes with WordStar (a screen editor) and edit (a line 
editor). You may use either to edit these files. Instructions for 
using edit on the ttys file are contained in the ttys document in 
section 5. 
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Here is what you must do to each file on each machine: 

machine file 

doc letc/ttys 

doc. /etc/netmap 

doc /etc/rc 

sales /etc/ttys 

sales /etc/netmap 

sales /etc/rc 

action 

Find the line that begins with ttyD. 
Change it to read as follows: 
ttyD . 1200 net-sales 

Chang,e (or create)' this file to read: 
doc 
sales 

Add the following lines: 
echo Starting network 
netdaemon 

Find the line that begins with ttyF. 
Change it to read as follows: 
ttyF 1200 net-doc 

Change (or create) this file to read: 
sales 
doc 

Add the following lines: 
echo Starting network 
netdaemon 

You will have to bring the system down (with the down command) aneJ 
then start it up again befo.'re these changes take effect • You c'an test 
the network by typing the following command from the doc machine: 

% cp /etc/ttys sales%/tmp 

The /etc/ttys file should appear on the sales machine in the /tmp 
directory. See cp and mail in section 1 for more information on using 
the network. 

Three-machine network 
Now suppose we want to connect a thir~ machine named "admin" to the 
network. 

The new machine can be .connected to any of the existing. machines. It 
is only necessary to connect it to one of them, but connecting to 
more than one might speed up the network by providing a more direct 
path between machines. For example, you could connect the new machine 
as follows: 

sales -------- doc 

admin 

This requires a total of 6 10 ports, 2 on each machine. But messages 
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will be sent di~ectly between any pair of machines. Or you could 
connect this way: 

sales -------- doc -------- admin 

This network uses only 4 ports: 1 on sales t 2 on doc t and 1 on admin. 
The disadvantage is that messages between sales and admin have to go 
through doc. This will be done aut~maticallYt but it takes longer. 
Since the emphasis'in the design of this network is low cost t the 4 
port alternative is recommended. (But if you have no other use for 
the ports t go ahead and use all 6.) 

Let's assume that you are going to use the straight-line connection 
(the 4 port alternative). First t you must choose a free serial port 
on doc t say ttyE t and one on admint say ttyC. Connect these ports 
with a network cable, and change the configuration files as follows: 

/etc/netmap / etc/rc / etc/ttys 
----------- ------- ---------

sales sales no change no change 
d-oc admin 

doc doc no change ttyE 1200 net-admin 
admin sales 

admin admin netdaemon ttyC 1200 net-doc 
doc sales 

General networks 
The only restriction on the shape of the network is a physical one: a 
seperate serial port is required at each end of ea~h cable. 
Otherwise, the network can be a straight line, a start a ring, or any 
pattern. The rules to follow in setting up the 3 configuration files 
are as follows: 

- /etc/ttys -- Find the lines corresponding to each network port on the 
local machine. Put the word 1200 on each line, and in addition, put 
the word net-name, where "name" is the name of the machine to which 
that port is connected. 

/etc/rc -- Put the command netdaemon in the file. It should be alone 
on a line. It should appear only once, no matter how many network 
ports there are on the machine. Optionally, it can be preceeded by an 
anouncement to remind the operator the network is being started • 

. /etc/netmap The name of the local machine should appear alone on 
the first line. Each succeeding line should begin with the name of a 
machine that is directly connected to the local machine. If there are 
additional machines on the network, their names should appear (in any 
order) following the name of the direct connection through which they 
can be reached. If there are several ways to reach an "indirect" 
machine, only one connection should be given: the one that leads to 
the machine via the shortest route. 
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For example, let's look at several different networks, and a possible 
netmap file for the "doc" machine in each network. 

Line 

Ring 

Star 

Star 

Dipper 

SEE ALSO 

sales -- doc -- admin -- support 

doc 
I 
I 

admin 

sales 

support 

sales ---- doc ---- admin 
I 
I 

support 

doc ---- sales --- admin 

support 

doc admin --- support 

I 
----- sales 

cp (l)t mail (1), cables (4), ports (4) 

-4-

doc 
sales 
admin support 

doc 
sales 
admin support 

doc 
sales 
admin 
support 

doc 
sales admin support 

doc 
sales 
admin support 



null (4) 6/25/82 null (4) 

NAME 
null - the null device 

DESCRIPTION 
The null device has the <;,urious property that 
everything written to it is completely ignored and 
thrown away. Reading from this device yields an end of 
file every time. 

The m~no.r device numb~r is ignored. The major, device 
number is zero in th~ current implementation. 

This device may seem to be of limited usefulness, but 
don't get rid of it~ th~ shell uses it to set up the 
standard input of background processes. 

EXAMPLE 
cat file > /dev/null 

To read a file but discard the. results. 
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ports - how to identify the 10 ports on the Decision 

DESCRIPTION 
The back of the Decision I has at least three "serial" 
ports and at least one "parallel" port. The serial 
ports' look like thin sideways D's. They are called 25 
pin female D connectors. (~ere is a smaller 15 pin 
female D connector that is not used.) 

'The parallel ports are 50 pin "flat cable" male' 
connector~. The same kind of connector may also be used 
for disk drives, so you must look inside the computer 
to tell which is which. The connector is a parallel 
port if its cable goes to the "bus board'" (on the 
tabletop model) or 'to a MULTI 0 board. It 'is a 
disk-drive port if its cable goes to a disk controller. 
(If you're not sure how to recognize a bus board, 
MULTIO board, or disk controller, you should ask your 
dealer for, assistance.) 

Once you have identified the serial ports and parallel 
ports, you should make sure that they are labeled. Here 
is a stylized picture of the back of a basic tabletop 
Decision I with the ports labeled: 

I ************************* I 
I ************************* I 

pprO 

\ ************* / 
\ *********** / 

ttyC 

\ ************* / 
\ *********** / 

ttyB 

\ ************* / 
\ *********** / 

ttyA 

The back of a rack-mount Decision looks slightly 
different, but the important thing is that on both 
models, the first serial port, called ttyA, is the 
right-most one (when looking at the computer from the 
back). 

If you add a MULTIO board, its serial ports should be 
labeled as follows. Make sure that the board is plugged 
into the bus (with the component side of the board 
facing the the front of the computer), and that three 
flat cables are connecting the board to three D 
connectors at the back of the computer. (If you don't 
know how to do this, or if you aren't sure which MULTIO 
is the second one, you should ask your dealer for 
help.) Stand in back of the computer and look at the 
MULTIO. The three small connectors along the top of the 
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MULTIO are the serial "jacks"; the large one is the 
parallel jack. The D connector attached to the 
right-most (as seen from the back) serial jack should 
be labeled ttyD. The one attached to the middle serial 
jack should be labeled ttyE, and the D connector 
attached to the left-most (as seen from the back) 
serial jack should be labeled ttyF. 

If you have a third or fourth MULTIO, then its serial 
ports should be labeled correspondingly as ttyG, ttyH, 
ttyI, and ttyJ, -ttyK, ttyL. 

The parallel ports attached to the second, third, and 
fourth MULTIOs should be labeled pprl, ppr2, and ppr3. 
(Remember that the first one was called pprO.) 

NAMES 
Under Micronix, the twelve possible serial ports are 
consistently refered to as ttyA through ttyL. (Some of 
the documentation that comes with the Decision I 
hardware refers to ttyA as the "console" or as "serial 
port 1 ", ttyB as "serial port 2", etc.) Names for the 
parallel ports are a little more involved. If pprO is 
connected to a parallel daisy-wheel printer, it is 
called "diabO". If it is connected via a special cable 
(available from Morrow) to a Centronics type printer, 
it is called "centO". 

references to 
10 board 

references to 
serial ports parallel port 

-------------
first ttyA ttyB ttyC diabO or centO 

second ttyD ttyE ttyF diabl or centl 

third ttyG ttyH ttyI -diab2 or cent2 

fourth ttyJ ttyK ttyL diab3 or cent3 

These names are arbitrary, by the way: they are not 
built into any program. But they are built into three 
other places: 

1. They appear in the /dev directory as names for 
device files; 

2. They appear in the /etc/ttys file in reference 
to these devices; 

3. Finally, the curious program /bin/diablo (q.v.) 
may be linked to a name that matches a device name 
in /dev. If so, it will write to a parallel diablo 
printer attached to that device. 

-2-



ports (4) 3/23/83 ports (4) 

If you want to change ··any of these names, make sure to 
change all three occurrances. 

SEE ALSO 
1pr (1), diablo (1), mu1tio (4), cables (4), printers 
(4), terminals (4), ttys (5) 

-3-



printers (4) 4/4/83 printers (4) 

NAME 
printers - interfacing printers to Micronix 

INTRODUCTION 

This document explains what kinds of printers are 
supported by Micronix. how to plug them in. and how to 
test them. This is not a stand-alone document. however. 
You will have to refer to several others as you read. 
This will be easiest to do with the printed version of 
the Micronix Reference Manual. If you-are reading this 
at your terminal. you can switch to another document by 
hitting DELETE or RUBOUT to get out of this one. and 
then typing the command "help" ~ollowed by the new 
document name. The related documents are: 

ttys (5) 
The document "configuration" in Sect~on _ 5 (type the 
command "help configuration") explains how to configure 
"Micronix for additional printers, automatic access from 
upm (the Micronix CP/M emulator), different baud rates, 
and hardware handshaking. -

lpr (1) 
The document "lpr" in Section 1 (type the cOnunand "help 
lpr") explains how to use the Micronix spooling program 
called lpF. This allows several users to print files 
without conflict. 

upm (1) 
The document "upm" in Section 1 (type the .. command "help 
upm") explains (amoung many other things) how to use 
printers from the Micronix CP/M emulator. 

cables (4) 
The document "cables" in Section 4 (type the command 
"help cables") explains how to build cables for various 
devices, including printers. 

ports (4) 
The document "ports" in Section 4 (type the command 
"help ports") explains how to identify the various I/O 
connectors on the Decision. 

PRINTER INTERFACES 

Micronix and the Decision come equipped to handle four 
types of printer interfaces. The interface refers to 
the physical connection, the cable, between the printer 
and the Decision. The interface also refers to the type 
of "handshaking" used by your printer. This is the 
method it uses to stop the flow of characters from the 
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computer when it gets behind. The four types of 
interfaces are: 

1. Serial (or "RS-232") printers with hardware 
handshaking, 

2. Serial printers with software ("XON XOFF n ) 

handshaking, 

3. Parallel printers with Centronics-standard 
interfaces, and 

4. Parallel printers with Diablo-standard 
interfaces. 

If you have either the first or second type of printer, 
you're in luck. You can skip the rest of this section 
and start reading PLUGGING IN THE PRINTER. If you don't 
have one of these two typ~s, or are unsure of which 
type you are using, read 'on. 

Serial pri~ters use either software handshaking or 
hardware handshaking. Software handshaking means that 
when the printer's buffer is full it sends a i'byte" to 
the computer to temporarily stop the flow of 
characters. The printer sends a different byte when it 
is readY,to receive again~ The' byte that Micron:lx 
recognizes for stopping transmission is X-OFF. Other 
aliases for X-OFF are control-S, DC3 and 13 _hex. The 
byte that restarts output is X-ON, also known as 
control-Q, DCl and 11 hex. If your printer uses X-ON 
and X-OFF, then you can skip ahead to the section 
PLUGGING IN YOUR PRINTER. If you have a serial printer 
that doesn't use X-ON and X-OFF (for example, it uses 
ETX and ACK instead), you'll have to try hardware 
handshaking. 

Hardware handshaking makes use of one of the wires in 
the printer cable to start and stop output from the 
computer. When the printer wants to stop transmission, 
it lowers the voltage on this wire. To continue 
transmission, the voltage is raised again. 
Unfortunately, there is no real standard for which wire 
the printer should use. Hardware handshaking between a 
printer and the Decision will probably require a 
special cable. 

If your printer requires hardware handshaking, you will 
have to do two things: (1) read the document "cables" 
in Section 4, and then make or purchase a suitable 
cable, and (2) read the document "configuration" in 
Section 4, and then tell Micronix that your printer 
needs hardware handshaking. 
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. Parallel printers also require special cables (which 
you can either make or purchase from Morrow). Please 
read the "cables ll document, then return to the next:;: 
section and follow instructions for parallel printers. 

PLUGGING IN YOUR PRINTER 

In the discussion that follows, we will assume that you 
are going to plug a serial printer into the port called 
"ttyC", and/or a parallel printer into the port called 
"pprO". If you don't know how to find these ports, 
please read the document called "ports". If you want to 
use other ports., you will have to tell Micronix which 
ports you are using. The document IIconfiguration" tells 
how to do this. 

The serial printer can only be plugged in one way, so 
you don't have to worry about which way to orient the 
connector. However, the 50 pin .parallel connector is 
not "keyed": that is, it is quite possible to plug it 
in upside down. Read on for some guidance.. On many 
cables, pin 1 is labeled by having a red stripe on that 
edge. Or,' if you constructed· your own cable., you should 
know where pin 1 is. The 50 pin connector on the back 
of your Decision has pin 1 on the left hand side when 
looking at the back of the printer. Plug the parallel 
cable int·o the- Decision with the red stripe, and., pin 1, 
toward the le·ft. 

TESTING YOUR PRINTER 

Plug in your printer, turn it ON, and make sure that it 
is ON-LINE and set to "1200 baud". (These settings are 
usually governed by switches on the printer. Sometimes 
the switches are on the inside, especially the baud 
rate switches.) If you can't set your printer to 1200 
baud, you will have to change Micronix to transmit at 
whatever rate is acceptable. The document called 
"configuration". explains how to do this. 

For serial printers plugged into ttyC, type the command 

echo A ) /dev/ttyC 

There are two differ!!nt test commands for parallel 
printers. The difference between them is the way the 
device is named. For parallel daisy-wheel printers 
plugged into pprO, type 

echo A ) /dev/diabO 

and for Centronic style parallel printers plugged into 
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pprO, use 

echo A > /dev/centO 

Did you get an "A" on your printer? If not, remember 
that interfacing printers IS non-trivial. First, rule 
out the trivial problems by checking to see if: 

1. the printer is turned on (and plugged in), 

2. the printer is set to ON-LINE, 

3. there is paper in it (many printers won't print 
unless "they can sense a piece of paper in them) , 
and 

4. the cable is plugged in at both ends at the 
correct connector~ 

If you have a parallel cable, you can 'also try plugging 
it in upside down. After trying all of the suggestions, 
try the suggested command again', please. If you get a 
different letter than an "A",' there' may be some wire~ 
scrambled in your cable, or your serial printer may be 
set to the wrorig baud rate. 

If none of these su~estions helps, your cable is 
suspect. Home built cables should "be rechecked' and 
store bought cables checked for flaws. RS-232 cables, 
whether home-made or purchased, can be checked by using 
them to replace the cable connecting your terminal. 
Parallel cables can be-checked for continuity. 
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NAME 
ascii american standard code for information 
interchange 

SYNOPSIS 
cat /usr/pub/ascii 

DESCRIPTION 
The file /usr/pub/ascii serves as a cross reference 
guide for conversion between ascii character names and 
numeric values. Values are given in base 16 and base 8. 

The file contains: 

00 nul 01 sohl 02 stxl 03 etxl 04 eot I 05 enq 06 ackl 07 bell 
08 bs 09 ht I Oa nl I Ob vt I Oc np I Od cr Oe so I Of si 1 
10 dIe 11 dc 11 12 dc21 13 dc31 14 dC41 15 nak 16 synl 17 etbl 
18 can 19 em I la subl 1b escl 1c fs Id gs Ie rs , If us I 
20 sp 21 I 22 " I 23 II I 24 $ I 25 % 26 & I 27 ' I 
28 ( 29 ) I 2a * I 2b + I 2c , I 2d - 2e I 2f / I 
30 0 31 1 I 32 2 I 33 3 I 34 4 I 35 5 36 6 I 37 7 ~ 
38 8 39 9 I 3a I 3b ; I 3c < , 3d 3e > I 3f ? I 
40 @ 41 AI 42 B I 43 C I 44 D I 45 E 46 F I 47 G I 
48 H 49 I I 4a J I 4b K I 4c L , 4d M 4e N I 4f 0 I 
50 P 51 Q I 52 R I 53 S I 54 T I 55 U 56 V 1 57 W I 
58 X 59 Y I 5a Z I 5b [ I 5c \ I 5d ] 5e "I 5f -, 
60 " 61 a I 62 b I 63 c I 64 d I 65 e 66 f I 67 g 1 
68 h 69 i I 6a j I 6b k , 6c 1 I 6d m 6e n 1 6f o , 
70 P 71 q I 72 r I 73 s I 74 t I 75 u 76 v I 77 wi 
78 x 79 y , 7a z I 7b { 1 7c I I 7d } 7e - I 7f dell 

1000 nullOOl soh 002 stxl003 etxl004 eot 005 enq 006 ackl007 bell 
1010 bs 1011 ht 012 nl 1013 vt 1014 np 015 cr 016 50 1017 si I 
1020 dlel021 dcl 022 dc21023 dc31024 dc4 025 nak 026 synl027 etbl 
1030 canl031 em 032 subl033 esc1034 fs 035 gs 036 r5 037 us I 
1040 sp 1041 ! 042 " 1043 /I 1044 $ 045 % 046 & 047 ' 1 
1050 ( 1051 ) 052 * 1053 + 1054 , 055 - 056 057 / I 
1060 o 1061 1 062 2 1063 3 1064 4 065 5 066 6 067 7 1 
1070 8 -1071 . 9 072 1073 . 1074 < 075 = 076 > 077 ? I , 
1100 @ 1101 A 102 B 1103 C \104 D 105 E 106 F 107 G 1 
1110 H 1111 I 112 J 1113 K 1114 L 115 M 116 N 117 0 I 
1120 P 1121 Q 122 R 1123 S 1124 T 125 U 126 V 127 wi 
1130 X 1131 Y 132 Z 1133 [ 1134 \ 135 ] 136 A 137 _I 
1140 " 1141 a 142 b 1143 c 1144 d 145 e 146 f 147 g 1 
1150 h 1151 i 152 j 1153 k 1154 1 155 m 

1

156 n 157 o I 
1160 p 1161 q 162 r 1163 5 1164 t 165 u 166 v 167 wi 
1170 x 1171 y 172 z 1173 { 1174 I 175 } 1176 - 177 dell 
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NAME 
banner - the log-in banner 

FUNCTION 

FILES 

The banner file is printed on each terminal just prior 
to the Name: prompt for the user login name. This file 
is inessential to system operation. It may be edited to 
the user's preference, or deleted. 

/etc/banner - banner file. 
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NAME 
core - core dump file 

FUNCTION 
A core file is produced by the system as a result of 
certain fatal signals; the offending program is then 
terminated. The file produced is named '''core'' in the 
current directory of the dUmped program at the time of 
the fatal signal. The format of the core dump file is 
as follows: 

The first 65,536 bytes are simply a "snapshot" of the 
program as it appeared in memory at the critical 
instant. Following this "memory image" is certain other 
pertinertt information, mostly the contents ~f the Z80's 
registers: 

Registers: 

Task: Micronix task number 
Mask: The MPZ80 permission mode 
pc: Program counter 
SP: Stack pointer 

af 
bc 
de 
hl 
zir 
zix 
ziy 
zaf 
zbc 
zde 
zhl 

This section assumes previous knowledge of the Z80 
processor. 
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NAME 
device - printer spooler device description file 

FUNCTION 
The line printer·. spooler prograIJl searches for and 
follows the directives found in this file. The file is 
entered free-form, that is, order and spac~ng of 
specifiers given within this file are unimportant. 

The following is a list of specifiers that may appear: 

A baQd rate given a~ a decimal number. Example baud 
rates: 9600, 1200, 300, 110, etc. All the standard 
baud rates are supported. The default baud rate is 
9600. 

An indication to use hardware handshaking, i.e., to 
transmit only when the clear-to-send pin is 
asserted. The indicator is simply the word "shake". 
By default, clear-t9-send is ignored. 

The name of the device to which to send the spooled 
files for printing. This must be the full path name 
of a character special file. Examples: . /dev/ttyA, 
/dev/ttyB, /dev/ttyC, /dev/pprA, /dev/ttyD, etc. 
Default is /d~v/lp. 

FILES 
/usr/spool/*/device 

EXAMPLE 
A complete typical "device" file follows: 

/dev/ttyc 1200 
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NAME 
directory - the format of directories. 

FUNCTION 
Micronix uses ~he standard UNIX version 6 directory 
format. A directory behaves like an ordinary file 
except that a user may write into a file, but cannot 
write into a directory. 

A directory is distinguished from a file by a bit in 
the flag word of its i-node entry. Directory entries 
are 16 bytes long. The first word is the i-number of 
the file, represented by the entry if non-zero. 

If th~ first word is zero, the entry is empty. 

Bytes 2 through 15 of the entry represent the 
14-character file name, null padded on the right. These 
bytes are not cleared for empty slots. 

By convention, the first two entries in each directory 
are for "." and " •• ". The first is an entry for the 
directory itself. The second is for the parent 
directory • 

. The meaning of tI •• " is modified for the root directory 
of the master file system and for the root directories 
of removable file systems. In the first case, there is 
no parent, and in the second, the system does not 
permit off-device references. In both cases " II has 
the same meaning as " " 

ALSO READ 
filesystem (5) 
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dtab - the dump table 

FUNCTION 
lriformation on. the times of a dump are kept 'in the file 
t1/~tcldt,ab.t1 This is a non-ASCII file presently used 
only by td (1). Each entry in dtab is eight bytes long 
and takes the form: 

sJ:ruct dtab 
{ 

. int 

long 
}; 

device, 
inode; 

date; 

There is an entry in dtab for each directory that has 
been dumped by td. Device is the major/minor device 
number of the directory in question (major device 
number in the high byte, minor in the low byte). Inode 
is the inode number of the directory. Date is the time 
of the last recorded dump of the directory in question 
expressed as a 4-byte quantity representing the number 
of seconds: elapsed since Jan. 1 J 1970 at midnight. 

FILES 
/inc1ude/dtab.h 

ALSO READ 
td (1) 
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NAME 
filesystem - format of UNIX version 6 file systems 

FUNCTION 
Every file system storage volume, (hard or floppy disk) 
has a common format for certain vital information. 
Every such volume is divided into a certain number of 
256 word (512 byte) blocks. Block 0 is unused. 

Block 1 is the super block. Starting from its first 
word, the format of a super-block is as follows. 

struct 
{ 
unsigned 

iSize, 
fsize, 
nfree, 
free [100], 
ninode, 
inode [100], 

char flock, 
ilock, 
fmod; 

long time; 
} ; 

Isize is the number of blocks devoted to the i-list 
which starts just after the super-block, in block 2. 

Fsize is the first block not potentially available for 
allocation to a file. These numbers are used by the 
system to check for a bad block number. If an 
impossible block number is allocated from the free 
list, or is freed, a ~iqgnostic is written on the 
on-line console. Moreover, the free array is cleared to 
prevent further allocation from a presumably corrupted 
free list. 

The free list for each volume is maintained as follows. 
The free array contains, in free[l], ••• , 
free[nfree-l], up to 99 numbers of free blocks. Free[O] 
is the block number of the head of a chain of blocks 
constituting the free list. The first word in each 
free-chain block is the number (up to 100) of 
free-block numbers listed in the next 100 words of the 
chain member. The first of these 100 blocks is the link 
to the next member of the chain. 
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To allocate a block: decrement nfree and the n~w block 
is free[nfree]. 

If the new block number is 0, there are no blocks left 
and an error is given. 

If nfree becomes U, read in the block named by the new 
block number, replace nfree by its first word, and copy 
the block number in the next 100 words into the free 
array. 

To free a block, check if nfree is 100; if so, copy 
nfree and the free array into it, write it out, and set 
nfree to O. 

In any event, set nfree[nfree] to the freed blocks's 
number and increment nfree. 

Ninode is the number of free i-numbers in the inode 
array. To allocate an i-node: If ninode is greater than 
0, decrement it and return inode[ninode]. 

If ninode = 0, read the i-list and place the number of 
all free inodes (up to 100) into the inode array, then 
try again. To free an i-node, provided ninode is less 
than 100, place its number into 'inode[ninode] and 
increment ninode. 

If n~node is already 100, do not bother to enter the 
freed i-node into any table. This list of i-nodes is 
used only to speed up the allocation process; the 
information as to whether the inode is really free or 
not is maintained in the inode itself. 

Flock and ilock are flags maintained in the core copy 
of the file system while it is mounted; their values on 
disk are immaterial. The value of fmod on disk is 
likewise immaterial; it is used as a flag to indicate 
that the super-block has changed 'and snould be copied 
to ~he disk during the next periodic update of file 
system information. 

Time is the last time the super-block of the file 
system was changed and is a long representation of the 
number of seconds that have elapsed since midnight 
January 1st 1970 (GMT). During a reboot, the time of 
the super-block for the root file system is used to set 
the system's idea of the time. 

I-numbers begin at 1 and the storage for i-nodes begins 
in block 2. Also, i-nodes are 32 bytes long, so 16 of 
them fit into a block. Therefore, i-node i is located 
in block (i + 31) / 16, and begins 32 * «i + 31) (mod 
16» bytes form its start. I-node 1 is reserved for the 
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root' directory of the file system, but nb other 
i-number has a built-in meaning. Each i-node represents 
one file. The format of an i-node is as follows. 

struct 
{ 
int 
char 

flags; 
nlinks, 
uid, 

gid, 
sizeO; 

int .size1, 
addr[8], 

long actime, 
modtime; 

} ;' 

The flags are as follows: 

100000 
060000 

000000 
040000 
020000 
060000 

010000 
004000 
002000 
000400 
000200 
000100 
000070 
000007 

i-node is .allocated 
2-bit file type: 
plain file 
directory 
character-type special file 
block-type special file 

large file 
set user-ID on execution 
ignored 
read permission for owner 
write permission for owner 
execute permission for owner 
read, write, execute permission for group 
read, write, execute permission for others 

Special files are recognized by their flags, not by 
i-number. 

A block-type special file is one which can potentially 
be mounted as a file system, a character-type special 
file cannot, though it is not necessarily 
character-oriented. For special files the high byte of 
the first address word specifies the type of device and 
the low byte specifies one of several devices of that 
type. The device type numbers of block and character 
special files overlap. 

The address words of ordinary files and directories 
contain the number of the blocks in the file (if it is 
small) or the number of indirect blocks (if the file is 
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larg~). Byte number N, of a,file is,accessed as follows: 
N is divided by 512 to find its logical block number, 
use b as an example, in, the file. If the file is small 
(flag 010000 is 0), b must be less than 8, and the 
physical block number is addr[bl. 

If the file is 'large, b is divided by 256 to yield i. 
If i is less than 7, then addr[i] is the physical block 
number of the indirect block. The remainder from the 
division yields the word in the indLrect block which 
contains the number of the blQck for the sought byte. 

If i is equal to 7, the file has become extra large and 
addr[71 is the address of a first indirect bloc~. Each 
word in this block is the number of a second level 
indirect block;, each word in the second-level indirect 
blocks points to a' data block. Notice that large files' 
are not marked by any mode bit, but by having addr[7] 
non-zero. Even though this scheme allows for more than 
33,554,432 (256 X 256 X 512) bytes per file, the length 
of files is stored in 24 bits. In practice, a file can 
be at most 16,777,216 bytes long. ' 

For block b in a file, to exist, it is not necessary 
that all blocks less than b exist. A zero block number 
in either address words of the i-I}ode, or in an 
indirect block, indicates that the corresponding block 
has never been allocated. This type of missing block 
reads as if it contained all zero words. 

SEE ALSO 
icheck (1), dcheck (1), fsck (1) 
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NAME 
group - the group file 

FUNCTION 
associated with a group number. 

file is a user ID number (the 
and a group ID number (the group of 
numbers are used in permission 

Each user name is 
Associated with each 
owner of the file) 
the file). These 
determinations. 

The relationship between group numbers and names is 
established by the group file. The format of the group 
file is as follows: 

Each line of the file defines one group name. 

The group name is followed by a colon, then followed 
by the encrypted group password, if one exists. This 
is followed by a colon, which is followed by the 
group number (in decimal), followed by a colon, 
followed by the group comment field which ~ay 

contain anything you desire, or nothing at all. 

Here is a sample group file: 

sales: :4: 
stock: : 5: 

Normally group 0 is reserved for the super-user only. 
The newuser program makes additions to this file. 

SEE ALSO 
passwd(5) 
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motd - message of the day 

FUNCTION 
The message of the day file is printed on each users' 
terminal after the proper login sequence is completed. 

The contents of this file are inessential to system 
operation. This file is intended to be updated 
frequently by the system administrator. It may be used 
to inform the users of changing system conditions or 
upcoming events. This file may be deleted from the 
system if the user so wishes. 

SEE ALSO 
banner (5), signon (5) 

-1-



mtab (5) 3/15/82 mtab (5) 

NAME 
mtab - mounted file system table 

FUNCTION 
Mtab resides in. the / etc directory and contains a table 
.of devices "mounted" by the mount command. The umount 
command removes entries. 

FILES 

Each entry is 64 bytes long. The first 32 bytes are the 
null padded name of the place where the special file is 
mounted; the second 32 are the null padded name of the 
special file. The special file has all its directories 
stripped awaYt that is, everything through the last '/' 
is thrown away. 

This table is present only so people can look at it. It 
does not matter to mount if there are duplicate 
entries, nor to umount if a name cannot be found. 

etc/mtab 

SEE ALSO 
mount (l)t umount (2) 
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NAME 
passwd - password file 

FUNCTION 
The name passwd has become a misnomer, but is commonly 
found in UNIX documentation and we hesitate to change 
it here. 

Passwd contains the following informatlon: 

name ,(login name, no upper case letters) 
,encrypted password 
numerical user ID 
numerical group ID 
comment 
home directory 
command interpreter program name 

This is an ASCII file. Each field within each user's 
entry is separated from the next by a colon. Each user 
is separated from the next by a newline. The encrypted 
passwords are kept in a separate file, the contents of 
the password entry are immaterial. This file resides in 
the "/etc" directory. 

The first entry of the password file contains an entry 
for the super-user account. The name of this account is 
tradi tionally "root," but may be renamed to anything 
the user wishes. 

EXAMPLE 
root::O:O:super:/:/bin/sh 

sally::10:1:sally:/a/sally:/bin/sh 

FILES 
/etc/passwd 

SEE ALSO 
login (5), passwd (5), group (5) 
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NAME 
rc - multi-user start-up file 

FUNCTION 

FILES 

The init (initialization) program looks for the 
"/etc/rc" file . just before entering the multi-user 
mode. If such a file is found, and is readable, it is 
run as a shell script. That is, each of the commands in 
the file is executed as if from the keyboard~ 

Typically, it is used to clean out the temporary 
directory, remove locked files, start up daemons, etc. 
The user may place whatever he desires in the file. 

/etc/rc 
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NAME 
signon - file for the signon prompt 

FUNCTION 

FILES 

The signon file,is printed on the system console each 
time Micronix is booted. The contents of this file is 
inessent;ial to system operation. It is merely there to 
display system-oriented information. It may be edited 
to suit the user, or del~ted from the system. 

/etc/signon 
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NAME 
terminals - the terminal capabilities file 

FUNCTION 
The terminals file, always located in the /etc directorYt 
contains the list of terminals and their capabilities. The 
information in this file is used by upm for terminal 
emulation. The information here is also available to other 
programs that make use of the features of intelligent 
terminals, such aS t cursor addressing~ clear screen, erase 
to end of screen, etc. 

The terminals file is broken into descriptions of terminals 
by the terminal name lines, which always begin at the 
leftmost margin (column 1). The first word on the line is 
the "terminal abbreviation", which should be short and 
mnemonic. This should be followed by the full name of the 
terminal, which is free-form. This full name will appear 
automatically in the terminal menus presented by the 
reconfiguration program. See recon (1). 

The lines that follow each terminal name line define the 
characters that the terminal uses for control of special 
effects (c'ursor movement, clearscreen t highlighting, etc.). 

Terminals ca.n be .divided into three categories according to 
their capabilities.. Grouping terminals into these three 
"levels" allows the use of only, at most, three different 
versions of terminal-configured software. The first level of 
te~inals,. the simplest level, is defined .by terminal.s 
having .the following capabilities: 

LEVEL 1 

Keyword 

cursor 
home 
up 
down 
right 
left 
clear 

Description 

string of characters 
home the cursor * 
character(s) to move 
character(s) to move 
character(s) to move 
character(s) to move 
clear the screen and 

to move cursor 

the cursor up * 
the cursor down * 
the cursor right * 
the cursor left * 
home cursor 

* (Optional, since most programs actually do not use.) 

The keywords are used one per line, preceded by white-space 
(tabs or spaces) that distinguish the keywords from terminal 
names. The characters that complete the keyword definition 
follow, separated by more whitespace. A newline terminates 
each definition. The keywords that defi·ne the next two 
levels are: 
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LEVEL 2 

, Keyword 

ceos 
high 
low' 

10/13/83 

Description 

clear to end of screen 
begin highlighting * 
return to normal intensity * 

terminals (5) 

* (Optional, since most programs actually do not use.) 

LEVEL 3 

ins line 
inschar 
delline 
de1char 

insert a line 
insert a character in a line * 
de1:ete a line 
delete a chara'cter * 

* (Optional, since most programs actually do not use.) 

The keywords must be spelled exactly as shown here, and must 
always be in lower case. When adding a terminal to the 
terminals file, try to define as many capabilities as 
possible. If you are deciding what level your terminal fits, 
your terminal must fulfill ALL of the categories in the 
lower levels before you can cons~der it as fitting in a 
higher 1evel. Three other keywords may optionally be used: 
like, init and exit. The characters following init may be 

'sent by a program to initfa1ize a terminal; those following 
exit may be sent just before a program terminates. 

The like keyword is used to include a previously defined 
terminal's keywords and their definitions for the terminal 
currently being defined. Differences between'a terminal and 
one that it is "like" are adjusted by redefining keywords. 
You can only use three levels of like-ness, that is, the 
terminal you are describing can be "like" a previously 
defined terminal that is "like" another terminal, that is 
"like" some fully described terminal. The like keyword 
should be the first keyword used in a description; if you 
use it last, the keywords you were trying to redefined will 
be overWritten by the definition of the "like" terminal. 

The keywords are followed by the characters that define' 
them, separated by spaces. There are a number of 
abbreviations and operators that are used with the keyword 
definitions. The abbreviations that are recognized are: 

ABBREVIATIONS RECOGNIZED 

bs backspace 
cr carriag~ return 
esc escape 
ff formfeed 
n1 newline 
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nullO-byte 
sp space 
tb tab 
vt vertical tab 

col " 
ascii " 
+ " , 

" 
" 

numbers " 
other all other single characters are 

sent literally 

These abbreviations provide a way of 
readable characters, as opposed to 
equivalents in keyword definitions. 

including 
using their 

human 
octal 

Several operators are also provided 'for keyword definitions. 
These operators modify the characters that follow them, or 
are used to "include the row and column in cursor 
definitions. 

OPERATORS 

row + n Send the line number plus an offset n 
as a single byte. The first row on the 
screen is row O. Most terminals use 
row -+ 32. 

col + n Send the column number plus an offset n 
as a single byte. The first column on the 
screen is column O. Most terminals use 
column + 32. 

row ascii Send, the row number as a series of ascii 
digits (wit'h leading zeros supressed). 
Used by ANSI-standard terminals. 

col ascii Send the column number as a series of ascii 
digits (with leading zeros supressed). 

xnn 

Used by ANSI-standard terminals. 

Send the following characters literally with 
no conversion. Eg, '0 is the same as 48 or 
x30 (see x below). 

Convert the character that follows to the 
corresponding control code 

Interpret the number nn that follows 
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as hexadecimal. (Any number of digits. 
Converts to one byte.) 

Onnn Interpret the number nnn that follows 
as octal. (Any. number of digits. 
Converts to one byte.) 

The row and col operators must always be followed by a plus 
sign and an offset (which may be zero), or by the word 
ascii. (Each of these must be separated by a .space.) into 
their ascii values (between 48 and 57). The caret (A) 
indicates control keys, for example, AU represents a 
backspace. If you prefer to use hexadecimal or octal 
notation, use x or 0 to ind'icate the type of conversion 
desired. Numbers ~re converted to'a single byte (value 0 to 
255). Strings or characters preceeded by a single quote (') 
are sent literally. For example, 0123 sends a sends the byte 
with the· octal value 123 (this is the letter S), while '0 '1 
'2 '3 sends the fourascil bytes 0, 1, 2, and 3. 

EXAMPLE 

NOTE 

mo,r20 Morrow 20 
like prot03 
cursor esc = col + 32 row + 32 
clear AZ 

This example'; defines a terminal, abbreviated as mor20, as 
being "like" the prot03 definition, then goes on to redefine 
the cursor and clear keywords. The sequence of characters 
used to move the cursor is: an escape, an "=", the column 
number_ added to 32, and the row number added to 32. The 
character that clears the screen is a Control-Z. 

If you need to create an entry for a terminal not in the 
terminals file, use the list of keywords for the three 
levels and find the character(s) used by your terminal for 
as many keywords as possible. These characters are usually 
buried in a table in your terminal's manual describing 
control-sequences or special characters. You should always 
be able to find all the control sequences necessary for a 
level 1 terminal at a minimum. Th~ names of the various 
func tions , for example, home or highlight, will vary 
unpredictably from manual to manual. 

The shorter the terminals files is, the quicker it may be 
searched for matching terminal types. You may wish to rename 
(mv) the terminals file, and keep an edited version with 
just the terminals you normally use in the file 
/etc/terminals. 
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FILES 
Jete/terminals 

SEE ALSO 
upm (1) 

10/13/83 terminals (5) 
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NAME 
/etc/ttys - Micronix terminal and printer configuration 

SUMMARY 
(This is a technical summary. Explanatory examples follow.) 

The letc/ttys file specifies the Micronix terminal and printer 
configuration. It is a humanly-readable text file consisting of 
lines with whitespace-seperated words. Word order is not 
significant. 

The first word on each line is the nam~ of a "character special" 
d~vice file (one of the files in the /dev directory). The rest of 
the words on the line apply to that device. The following words 
are meaningful: 

1. Any valid baud ·rate: 50, 75, 110, 134, 150, 200, 300, 600, 
1200, 1800, 2400, 4800, 9600, or 19200. The system will set 
the baud rate as requested. This is done by the init process 
(a) when the system is powered up, (b) each time a user logs 
off, (c) each time the /etc/ttys file is changed (but only 
to devices that are not currehtly logged in). See init, 
login, and update in section 1 for more information. 

2. The word "shake". This refers to RS-232 Clear-to-Send 
handshaking. The system will use this type of handshaking 
only if requested (since some devices do not support it). 
XON-XOFF (software) handshaking is done by default. The init 
process sets or resets this mode under the same 
circumstances as in #1 above. (See printers in section 4 for 
more information on handshaking.) 

3. The word "login". When the system goes multi-user, a login 
process will be created for each device designated as a 
"login" terminal (see init in section 1). 

4. The word "term=" followed by a terminal mnemonic. upm reads 
the ttys file and provides terminal emulation for the model 
of terminal named after the word "term=". The terminal named 
is matched against an entry in the /etc/terminals file, for 
the purpose of translating generic control codes into the 
exact codes expected by the terminal. (See terainals in 
section 5). 

5. The word "lpr", or the name of any link to lpr (such as 
"dpr", "xpr", etc). When the lpr ("line printer") program is 
invoked, it first looks to see what name it was called by. 
It then reads the ttys file looking for its name. If found, 
it uses the device on the same line as its printer. Thus, 
several printers can be supported simply by keeping several 
copies of the lpr program under different names (see lpr in 
section 1). 

6. The word "1st". When upm (the CP/M emulator) is invoked, it 
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reads the ttys file looking for the word "lsttl. If found, it 
uses the corresponding device as its LST: device (ie, its 
printer), unless it is told otherwise (by a command line 
argument, a command in the .upm file, or a command given in 
interactive mode). See upm in section 1. 

7. A word beginning with "net-tl. The rest of the word is taken 
to be' the network name of the machine to which that port is 
connected (not the local machine, but the machine at the 
other end of the cable). See network in section 4. 

DON'TS 
Don't use a login port for 'anything else. Don't 
or a baud rate 'for a parallel port (the 
"diab's"). 

specify "shake" 
"cent's" and the 

Don't specify one of the "diab's" as the 1st device. (It takes a 
lot of code to drive the Diablo-type parallel printers, and this 
was left out of upm to save space.) If you want to use diabO as 
the upm 1st device, then you should do the following. Change to 
the Ibin directory arid make a link called tldiabO" to the "diablo" 
program. Then change to your home-directory and put "lst:ldiabO" 
in your .upm file. 

EXAMPLES 
The file letc/ttys (that is, the file found by starting in the 
root ditectory I, proceeding to the subdirettory etc, then to the 
file.ttys) tells the system about its terminals and printers. 
More specifically, it tells which of the Decision's lID 
connectors are attached to terminals, which are attached to 
printers, and what should be done with each of them. 

The easiest way to understand it is to look at a sample ttys 
file: 

ttyA 9600 login term=tvi925 
ttyB 9600 login term=mor20 
ttyC 1200 shake lpr 
ttyD 1200 net-sales 
ttyF 1200 net-admin 
ttyG 1200 login 
ttyH 
ttyI 
ttyJ 
ttyK 
ttyL 
centO xpr 1st 
cent1 
cent2 
cent3 
diabO 
diab1 
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di.ab2 
diab3 
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The first word on each line is the name of one of the I/O 
connectors on the back of the Decision, and also the name of the 
corresponding "character device" file in the /dev directory. By 
co~vention, the terminal that is attached to the I/O connector is 
also called by the same name. (So when you see '_'ttyA", you may' 
bave.to infer from the context which of these three things we are 
talking about": the device file, the I/O connector, or the 
termInal itself.) 

This example says that ttyA should be run at 9600 baud, and that 
it is a login terminal. When upm is invoked, it will send the 
correct control codes for a Televideo 925 (term=tvi925) to the 
terminal connected to ttyA, and use software configured for a 
ADM-31. The same is. true for ttyB, except that upm will use 
co,ntrol codes for the Morrow MD20 terminal. 

~tyC should be run at 1200 baud, and needs hardware hands~aking. 

(See printers in section 4 for more information on handshaking.) 
The "lpr" says that ttyC will be used by the lpr ("line printer") 
progr~m (so i~ is presumably a printer). 

TtyD and ttyE are network ports. Both run at 1200 baud. TtyD is 
connected to the machine named "sales", while ttyE is connected 
to "admin". 

TtyF is a login device running at 1200 baud (so it is probably a 
modem). There isn't a "term=" entry on this line, so upm will not 
provide terminal emulation for ttyF. 

The only other device that is is currently attached to the system 
is a Centronics-type printer called "xpr". It is attached to 
parallel port 0, and thus to the device named "centO". (If it 
were a Diablo-type parallel printer, it would appear on the line 
with "diabO"). The "1st" means that the CP/M emulator upm will 
use this device as its LST: device (its printer),. unless told 
othe~wise by a later command. 

CHANGING THE TTYS FILE 
The recon program is used to recon-figure the ttys file. The 
recon program understands all the rules for using or modifying 
the ttys file, and will also interpret the /etc/terminals file 
for you. 

Since this is an ordinary text file, it can also be changed with 
your favorite text editor. If you use WordStar, open the file in 
"non-document" mode. Here is a sample session with the Micronix 
line editor "edit". 

Let's say that we want to change the "1st" device from centO to 
ttyC. First log in as "root" (since only the super-user is 
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allowed to change the ttys file). In the lines below, the 'u' is 
the super-user shell prompt, and the ':' is edit's prompt. 

/I cd Jete 
/I edit ttys 
"ttys" [reading] 
:/centO 
centO xpr 1st 
:c 
centO xpr 
centO xpr 
:/ttyC 
ttyC 1200 shake 
:c 
ttyC 1200 shake 
ttyC 1200 shake 
:w 
" ttys" [writing] 
:q 
II 

19 lines 

lpr 

lpr 1st 
lpr 1st 

19 lines 

Change directory to /etc. 
Edit the ttys file. 
The editor prints this. 
Look for the line containing centO. 
The editor prints it. 
Change the line. 
You type the new line. 
The editor prints the new line. 
Look for the line containing ttyC. 
The editor prints it. 
Change the line. 
You type the new line. , 
The editor prints the new line. 
Write out the updated file. 
The editor prints this. 
Quit the editor. 

(There are faster ways to use edit, but 'these are the easiest to 
explain.) 

SEE ALSO init (1), login (l)t lpr (1), recon (1), stty (1), update 
(l)t upm (l)t network (4), printers (4), ports (4), cables (4). 
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NAME 
utmp - user information 

FUNCTION 
This file offers information on who is currently using 
Micronix. The "file is binary. Each entry is described 
in the structure illustrated below: " 

struct utmp " 

SEE ALSO 

{ 
char l;ine[8]~ 

name[8] ; 

long 
} ; 

time; 

1* typewriter name *1 
1* login name */ 

/* login time */ 
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NAME 
wtmp - user login history 

FUNCTION 

FILES 

This file records all logins and logouts. Its format is 
like ut.p (5) with these exceptions: A null user name 
indicates a logout on the associated typewriter. 
Furthermore, the typewriter name - indicates the system 
was rebooted at the indicated time; the adjacent pair 
of entries with typewriter names I and } indicate the 
system-maintained time just before and just after a 
date co~and changed the systems' idea of the time. 
Wtmp is maintained by login (1) and, init (1). Neither 
of these programs creates the file, so if is is 
removed, record-keeping is turned off. 

/usr/adm/wtmp 
/include/utmp.h 

SEE ALSO 
utmp (5), login (1), init (1), who (1) 
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